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Abstract

Testing and comparing of algorithms by means of benchmarking can help to improve new tech-
nology and to accelerate the development. Storing and querying graph data is becoming more
important due to the rise of the semantic web, biological data, and social networks. Benchmarking
graph databases require the generation of synthetic graph instances and queries, where the user
has control over the generated data and queries. This thesis focuses on generating synthetic graph
instances giving a schema which represents various domain-specific requirements.

A small set of schema requirements is identified to represent a domain. Synthetic graph in-
stances are generated conforming to a schema, which makes the data generator domain independ-
ent. Domain independence makes it possible to generate application-specific benchmarks with
the ease of specifying a schema. This schema can be validated automatically where conflicting
requirements are identified.

The data from synthetic generators needs to have properties that are found in most real-world
data. This thesis focuses on two such properties: evolution and correlation.

Giving the user more control over the properties of the generated data and queries can lead
to synthetic data that matches specific use cases more closely. Giving the user control over the
behavior of the generated query requires stable evolution of the constants that are used in the
query. In this thesis, we address this requirement by introducing monotonic evolution, where the
position of nodes in a degree distribution is stable. We have showed that evolved graphs 1) satisfy
the schema requirements and 2) have node-structure stability. This is novel in the context of
schema-driven synthetic graph generation.

Another property of most real data sets is correlated data. Existing information about a node
can influence the probabilities of new edges. We have introduced a node-mapping approach of
adding correlation to the schema-driven synthetic graph generator. Our experiments demonstrate
that this approach can add highly correlated structures.

We have implemented our graph instance generator, MonStaGen, in the recently proposed
graph benchmarking framework gMark. A comparison in run time, schema requirement, node-
stability across a sequence and the amount of generated correlation is made with the current graph
generator in gMark. Our analysis showed that MonStaGen outperformed the graph generator of
gMark with respect to the generation of correlated structures and with respect to structural sta-
bility of individuals across a graph sequence. Both MonStaGen and the graph generator of gMark
satisfy the requirements of the schema. MonStaGen has a higher running time for generating a
single graph, but a lower running time for generating sequences with many graphs.

Keywords: Synthetic data generation, Schema-driven data generation, Benchmarking, Graph
databases.
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Chapter 1

Introduction

The connection between information becomes more important with the rise of the semantic web,
biological data and social networks. Relational database management systems (DBMS) store
data in a structured way by tables with columns and rows. Relationships among the data are
computed at query time with expensive join operations. In order to query highly connected data
more efficiently, graph databases have been developed.

The growing amount of graph data results in the need of algorithms that have predictable
behavior as the size of the data scales. This can be done by testing algorithms on a wide spectrum
of graph instances of different sizes. Synthetic data generators can be of high value for generating
data that fits a specific test case. A schema-driven synthetic graph generator will give the user
control to define their own domain and domain-specific requirements of the data.

Synthetic data can be used for testing and benchmarking of algorithm and systems [3, 19].
Testing: a new component for a DBMS requires synthetic data instances with specific character-
istics to test the correctness and performance of the new DBMS component. Scalability testing
requires a set synthetic data instances to show how an algorithm performs on different input sizes.
Benchmarking: different competing solutions for data management can be compared by bench-
marking the competing solutions. A database benchmark typically consists of synthetic data and
a set of queries, which are generated by a synthetic data generator and a workload generator.
Benchmarks like the TPC 1 helped advancing the state of the art in Relational DBMS (RDBMS),
which is a DBMS based on the relational model [9].

For synthetic graph instances to be useful, they should match a specific test case and contain
properties of real data. Matching test cases: for a synthetic data generator to be able to generate
graph instances for most test cases, it is necessary to give the user as much control as possible
over the generated graphs. A schema-driven synthetic graph instance generator produces graphs,
where every graph needs to satisfy the requirements that are stated in the schema. This gives the
user more control on the generated data, which increases the chance to generate graph instances
that match the user’s test case. Properties of real data: synthetic graph instances need to simulate
real data as closely as possible, otherwise any conclusion drawn from benchmark tests, that use
synthetic data, might not actually translate to expected behavior in a real setting [13].

This thesis will focus on the addition of two properties of real data to schema-driven synthetic
data generation. The first property is the evolution of data and the second property is the
correlation of data.

Evolving graphs

Graphs evolve over time. In a few years, a small graph can be evolved to a massive graph. Consider
the period where Facebook or Twitter became popular. Algorithms operating on those evolving
graphs need to be able to handle increasing amounts of data. The synthetic data generator of

1//www.tpc.org/
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gMark [4] is able to generate graph instances of arbitrary size, which makes it possible to generate
multiple graph instances of increasing size. All graphs are generated independently of each other,
which leads to problems when we start reasoning about the behavior and topological structure of
individual nodes in the graphs.

Constants in a query, i.e. named individual nodes, can be important for query processing
algorithms, e.g., in cardinality estimation. Join ordering algorithms rely on cardinality estimation,
which is heavily dependent on constants in queries. Example 1 shows that the selectivity of a query
is unstable when queries have constants that do not behave stable across a sequence of graphs. A
query with lower selectivity could lead to a lower run time to execute the query. This can lead
to wrong test results, where the run time seems stable over two graphs, where one graph is much
larger than the other graph. Actually, what happened was that the constant in the small graph
was the node with the most amount of edges, so the algorithm had to reach many neighbor nodes
of the constant, where the constant in the larger graph did not have many edges. The algorithm
only needed to reach for a few neighbor nodes of the constant in the larger graph.

Example 1 Consider the query

“Select all friends of John”

Executing this query on the three graphs of Figure 1.1 gives very different results. The query will
return the set {James,Alice, Anna,David} for graph G1, the empty set for graph G2 and the set
{James,Alice,Anna,David,Kevin} for graph G3.

Figure 1.1: Graphs that can be the result of a synthetic graph generator. All edges refer to
friendship-edges. Graph G2 and G3 show that a different labeling of nodes can have a high impact
on the selectivity of queries with constants.

Figure 1.1 shows stability in the graph sequence G1, G3 and instability in the sequence G1, G2.
The node with the highest position in the degree distribution is John in graph G1, James in graph
G2 and John in graph G3. The node John has a degree of 0 in graph G2, which is together with
the node Anna the lowest position in the degree distribution. This means that the nodes the
sequence S = G1, G2 are not stable with respect to the degree distributions.

This sets our problem to generate graph sequences with stability in the position of nodes in the
degree distribution across the sequence. This is particularly interesting in schema-driven graph
generation, because this gives the user control over the generated data and queries. A graph
generator based on a fixed schema, limits the user to generate graphs in the domain of the fixed
schema.

Correlated data

The connections in a graph are typically not random in real-world graphs. Generating graphs
from a schema already introduces one type of structural correlation. All nodes in the graph
that represent a person will get different edges than the nodes that represent a school, because
the schema indicates different edge types between node types with a predicate type. However,
structural correlation between a specific person and a specific school is currently not present in
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graphs that are generated conforming to a schema. Consider the case where the location of a
person influences the school to which a person goes. Schools close to the location of the person
have a higher probability than schools which are far away.

Adding structural correlation to the schema-driven synthetic graph instance generator is an-
other problem that must be addressed for matching the properties of real data. As far as we know,
only one synthetic graph generator, S3g2 [23], is able to include correlated structures in synthet-
ically generated graphs. The data generator S3g2 can only generate social graphs, which limits
the domain to social networks. Schema-driven generation of graphs allow for generating graphs
for different domains, where each domain is represented by a schema. This makes it interesting
to add correlated structures to schema-driven synthetically generated graphs, which is the second
problem we consider in this thesis.

1.1 Problem definition

1.1.1 Evolution graphs

A user of the synthetic graph generator provides a graph schema S and a sequence of numbers
F1, . . . Fn, where Fi ≤ Fj when i < j. Following our discussion above, we have identified four
requirements that need to be met in the generated graph instances. The synthetic graph generator
needs to generate a sequence of graphs GS = G1, . . . , Gn, where Gi is a graph. The graph sequence
GS should be generated such that

1. every graph in the sequence satisfies the requirements given by the schema S;

2. nbNodes(Gi) = Fi, where the function nbNodes returns the total number of nodes in a
graph;

3. graph Gi is contained in Gj , where i < j;

4. the position of nodes in a degree distribution is stable across the schema.

Requirements 1 an 2 ensure that the graphs satisfy the requirements given by the user. The
first requirement is an effect of schema-driven generation, where every graph generated from a
schema should satisfy the requirements given by the schema. The second requirement ensures
that the graphs in the sequence have the correct size.

Requirements 3 and 4 make it possible to perform queries with constants on the graph sequence,
while still having control over the selectivity of the query. The third requirement ensures monotonic
evolution of the graphs in the sequence. The last requirement ensures that the graph will grow
naturally, where the node with the highest degree in one graph will be likely to have a high degree
in all the graphs in the sequence.

1.1.2 Correlation

Different types of correlation are present in real graph data. We have focused on structural
correlation where similar nodes w.r.t. one property or edge label, will be likely to become similar
w.r.t. another property or edge label. An example is where persons living in the same city (similar
persons w.r.t. location) are more likely to go to the same high school (similar persons w.r.t. high
schools). This leads to the problem of generating edges from one type (person to high school),
such that the similarity of two nodes w.r.t. this edge type (their high school) is correlated with
the similarity w.r.t. another type (their location).

1.2 Contributions and general outline

The contributions of this thesis are in the domain of schema-driven synthetic graph instance
generation:
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• A formula is designed in Section 3, which identifies conflicting requirements in a schema;

• Stable graph sequences are generated by monotonically evolving graphs where all the graphs
in the sequence satisfy the schema requirements, and nodes have stable behavior in their
degree distributions. The design of generating stable graph sequences is explained in Section
4 and the implementation is shown in Section 5. Section 8 empirically shows that generated
graph sequences satisfy the requirements of Section 1.1. Stable graph sequences allow to
benchmark algorithms that rely on constants in the graph or query;

• Different types of correlation in graphs are discussed in Section 6;

• One form of structural correlation is added to the schema-driven graph generator in Section
7 and is empirically tested in Section 8.4.

Above features are the basis of our schema-driven graph generator, MonStaGen, which has been
implemented in C++. The viability has been demonstrated by incorporating MonStaGen in
gMark and by comparing it with the current version of the graph generator of gMark, which we
call gMarkGraphGen.

Experiments have shown that structural properties of individual nodes are stable across the
graphs of a sequence, the schema requirements are closely simulated in all graphs of a sequence
and a high amount of structural correlation can be added to the graphs of a sequence.
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Chapter 2

Preliminaries

Relational databases have been used for storing application data for decades. Data is stored in
tables, which is a structured way of saving data. Every column of a table represents a property of
a specific object, such that every row of the table represents a set of properties of a single object.
The main advantages of RDBMSs are their high performance and ACID (atomicity, consistency,
isolation and durability) capabilities.

One of the most time-costly operations in query evaluation on relational databases is the join
operator, which combines columns of one or more tables. Querying graph data usually requires
many joins, which makes the relational database model less suitable for graph data. Where the
RDBMSs are optimized for aggregated data, graph databases are optimized for highly connected
data [20]. The introduction of graph databases to store and query graph data requires new
benchmarks to advance this new technology and to analyze the performance of different graph
databases.

2.1 Graph data models

The topology, i.e. interconnectivity, of the data becomes at least as important as the data itself in
many domains. The Semantic Web, social and biological networks are examples of such domains.
These domains can be modeled as a set of vertices joined together by edges, which result in one
or more graphs.

A graph is a data structure composed of vertices and edges. More formally, a graph can be
represented as

G = {V,E},

where

G is a graph,

V is a set of vertices, and

E is a set of edges.

An edge can be defined as a connection between two vertices,

E ⊆ {{u, v} | u, v ∈ V }.

Edges can be directed, which makes an edge an ordered pair of nodes. We will focus on directed
labeled graphs, where the set P defines all possible edge labels and where edges ordered pair of
nodes:

G = {V,E, P},
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where

V is a set of vertices,

P is a set of predicates, and

E ⊆ {(u, p, v) | u, v ∈ V ∧ p ∈ P}.

Notice that edges can be defined as a set of triples E = {(subject, predicate, object)}. The subject
and object are elements of V and predicate is an element of P . This will result in a standard
semantic graph. This graph will be a Resource Description Framework (RDF) graph when the
labels of all vertices and edges are Uniform Resource Identifiers (URIs) [7].

The property graph data model is a more general graph data model. Property graphs are direc-
ted multi-graphs with attributes and labels [25]. Graphs of this model are allowed to have labeled
vertices and labeled edges, where vertices and edges can have attributes. Attributes are repres-
ented as key-value pairs. The choice of directed multi-graphs makes this model more expressive,
because an undirected edge can be represented by two directed edges and a graph (instead of a
multi-graph) can be represented by disallowing multiple edges between two vertices.

Graph databases become more important, because they do not only save the data, but also
preserve the connections between the data. These graph databases “leverage complex and dy-
namic relationships in highly connected data to generate insight and competitive advantage” [24].
Because of these benefits of graph databases, many graph-oriented data management technologies
have been developed.

Graph data can be stored in a relational database using one table where every row contains
one edge. Recursive SQL makes it possible to perform most graph queries. However, querying the
graph requires many self-joins, which could blow up the execution time.

To overcome this problem, pure graph Database Management Systems (graph-DBMSs) are
created, for example Neo4j and Sparksee. Graph-BDMS treat graphs as first-class citizen, which
makes it more convenient to deal with graph problems.

2.2 Benchmarking in the database domain

Benchmarks are standardized sets of tasks that help to characterize the performance of a system or
algorithm. Testing the performance of a database system on a single type of task would favor the
systems that are specifically made to solve that type of task. This means that a more diverse set
of tasks is necessary. However, the tasks should fall in a specific domain where the tested products
operate in. A distinction can be made between On-Line Transactional Processing (OLTP) and On-
Line Analytical Processing (OLAP) database systems. In order to compare two OLAP database
systems, you will need a set of tasks that are commonly performed in OLAP database systems.

Database systems need to perform the tasks and report specific metrics, such as the running
time to complete the tasks. The performance of different systems can be compared by those
metrics.

The authors of [14] explicitly state that benchmarks, on one hand, allow to quantitatively
compare different technological solutions and on the other hand stimulate technological progress
among competing systems. The quantitative comparison of different technological solutions help
IT users to make more objective choices for their software architectures by using the benchmark
results of different systems. Stimulating technological progress accelerates the maturing of new
software by comparing the performance of different algorithms for the same task or by comparing
different versions of the same algorithm.

Certain generic benchmarks have become so widely recognized that vendors announce the per-
formance of new products in terms of those benchmarks [15]. One example is in the hardware
domain, where companies state the relative performance and price/performance of new machines
and system releases by their ratings on the Transaction Processing Performance Councils bench-
mark TPC BMTM A. TPC is a good example of a set of benchmarks that have played an important
role in advancing new technology.
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Data generation

Sets of tasks are represented as queries over selected data sets in the database domain. Benchmarks
typically consist of a data generator and a workload generator. The data generator generates
synthetic data sets and the workload generator generates queries which can be performed against
the generated data sets. It is possible to use real data from a specific application. However,
the authors of the Wisconsin benchmark [11] argued for using synthetic data instead of empirical
data from a real database. First, it is difficult or nearly impossible to scale empirical databases.
Second, the data of real databases is not flexible enough to permit the systematic benchmarking
of a database system. Last, the large amount of data is needed to safely assume the underlying
probability distributions.

Very large data sets with real data are currently available. This means that the last argument
is less important. However, the first two arguments are still valid. Scaling real data sets is not
a trivial task [27, 28, 29]. Generating queries with specific properties, like selectivity, is much
harder from real data sets than synthetic data sets due to missing information about the degree
distributions between different node types. This means that synthetic data generation is still an
important topic, even tough very large real data sets are available.

2.3 Related work

Several benchmarks have been developed for connected data in the RDF [10] and graph data model
that are able to generate synthetic graph sequences. Examples are LDBC [14], SP2Bench [26] and
gMark [4]. As far as we know, LDBC is the only graph benchmark that generates correlated data
and gMark is the only schema-driven graph benchmark.

Both LDBC and SP2Bench rely on a fixed schema for generating graph instances. The LDBC
uses a schema based on the social network domain and the SP2Bench uses a schema based on the
DBLP1 data set, which consists of bibliographic information. These benchmarks make it possible
to generate realistic graphs and queries with desirable properties to compare different systems or
algorithms and focus on specific features.

gMark is not limited to a fixed schema, but gives the user more control over the generated
graphs and queries by generating the graphs and queries conforming to a schema. A user can create
a schema that specifies the behavior of generated graphs and queries. One of the most important
aspects of behavior is the selectivity of the query on the graphs. Benchmarks as WatDiv [2] and
LDBC perform selectivity estimation of queries on generated graph instances. This approach
becomes unfeasible when dealing with massive graph instances that are loosely structured. gMark
solves this scalability issue by generating query workloads directly from the graph schema. The
query workload generator of gMark only depends on the graph schema, so it is independent of the
graph instances itself. As a result, generating queries does not become unfeasible when dealing
with massive graph instances. However, independence between a graph and a query means that
the behavior between particular nodes in the query and data is not predictable. At this moment,
gMark generates sophisticated query workloads directly from a schema, where the queries only
contain variables. The authors of [16] showed that substituting variables with random constants
leads to unstable behavior in the run-time of the query in the presence of data with skewed degree
distributions. Skewed degree distributions are supported by gMark, which discourage the use of
randomly substituting variable with constants.

A solution for gMark can be to choose constants carefully from a small graph G0 and generate
a sequence of larger graphs by evolving graph G0. For stable behavior of queries with constants
over the graph sequence, the position of nodes in a degree distribution should be stable. The
evolution of graphs, in the context of schema-driven synthetic graph generation, will be the main
focus of this thesis.

The evolution of networks is studied in [12, 1, 17] and shows properties found in most real
graphs. One example is the power law degree distribution, where the degree distribution is skewed.

1http://dblp.uni-trier.de/
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The small-world property is another example, which means that the distance between most vertices
in a graph is very low. We will focus on the monotonic evolution of graph with stability in the
position of nodes in a degree distribution, but we will keep the properties that are found in real
graphs in our minds.
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Chapter 3

Schema-driven synthetic graph
instance generation

Synthetic graph instance generation can be a useful tool for scalability and benchmarking studies.
Suppose you developed a new query processing algorithm and want to test how your algorithm
performs on graphs from different domains and on different sizes. With schema-driven synthetic
graph generation, you need to define domain-specific requirements in a schema. The schema is
used by the graph generator to create graphs that satisfy the schema requirements. Synthetic
graph generators are able to generate graphs of arbitrary size. This makes it possible to generate
a sequence of graphs for every domain, where every graph in the sequence has a different size.
Now you can perform your new query processing algorithm on all the graphs in the sequence and
obtain metrics e.g., the running time. Such a scalability study shows you how the algorithm will
perform when the graph grows. The results can be compared to other algorithms, which makes
the graph sequence a part of benchmark studies.

Different domains can add different requirements to the data, which makes it unfair to test
an algorithm for social networking on a benchmark where the data represent a shop where users
buy and rate products. A system or algorithm is typically designed to do a certain job. This
job needs to be done efficiently and the performance of different jobs is irrelevant. This means
that comparing systems or algorithms with a generic benchmark does not always lead to accurate
results.

Benchmarks of the Transaction Processing Performance Council (TPC)1 are good examples of
domain specific benchmarks. The TPC benchmarks have played an important role in advancing
the state of the art of database systems. The TPC has defined different benchmarks for different
domains. For example, TPC-C and TPC-E for Transaction Processing, TPC-H for Decision
Support and TPCx-HS for Big Data technologies like hadoop2. This means that TPC-H is already
in the domain of Decision Support systems, however the documentation of TPC-H states: “The
extent to which a customer can achieve the results reported by a vendor is highly dependent on
how closely TPC-H approximates the customer application”. This stresses the importance of using
a benchmark which mimics your application domain very closely.

Making a benchmark for every domain is infeasible. That is why only large classes have sep-
arate benchmarks, for example, On-Line Transaction Processing (OLTP) and On-Line Analysis
Processing (OLAP) database systems with TPC-E and TPC-H respectively. With schema-driven
graph and workload generation, it will be possible to generate benchmarks for different domains
with the ease of specifying a domain in a schema. Every domain can be represented by a separ-
ate schema, which makes a schema-driven benchmarking framework a generic solution to develop
domain-specific benchmarks. The focus of this thesis will be on schema-driven generation of
graphs.

1http://www.tpc.org/
2http://hadoop.apache.org/
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First we will introduce the schema itself and show how to represent a domain in a schema in
Section 3.1. Section 3.2 investigates how the validity of the schema can be checked and can be
resolved if necessary. A case study on the differences in distribution quality with and without
fixing the schema is shown is Appendix A and the syntax for encoding a schema in XML is shown
in Appendix D.

3.1 Schema requirements

A specific domain can be represented by a schema, which is also called a graph configuration and
is specified in a declarative way.

3.1.1 Graph schema in gMark

We will start with the graph schema from the state-of-the-art schema-driven graph benchmarking
framework gMark, where a graph schema is defined as:

Definition 1 A graph schema is a tuple S = (Σ,Θ, T, η), where Σ is a finite alphabet of predicates,
Θ is a finite set of types, T is a set of constraints on Σ and Θ, and η is a partial function with
two elements from Θ and one element from Σ as input and the pair (Din, Dout) as output. Din

and Dout represent the in- and out-degree distributions, respectively.

This graph schema contains different node types, specified by the set Θ. Every node in the
graph will have exactly one node type, which we define as type(n) = tn, where n is a node in
the graph and t is an element of Θ (tn ∈ Θ). The set Σ represents the different predicate types,
which specify an edge label. Every edge in the graph has exactly one predicate type, which we
define as type(e) = te, where e is an edge in the graph and te ∈ Σ. The possible edges that
could appear in the graph are represented by the function η. The input of η represents the
subject-predicate-object triple and the output represents the degree distributions. The possible
degree distributions are Uniform, Gaussian (which is a normal distribution) and Zipfian (which is
a skewed distribution). Constraints on the number of nodes in each node type and on the number
of edges for each predicate type are described in the set of constraints T . The number of nodes
can be either represented as a fixed number or as a scalable number for each node type. Node
types with a scalable number of nodes will get more nodes when the total number of nodes in the
graph grows.

3.1.2 Changes to the graph configuration

In order to distinguish an edge instance from the defined edges in the schema, the defined edges
in the schema will be called edge types. An example of an edge type is η(T1, P1, T2) = (g, z),
where T1 and T2 are elements from Θ which represent two node types, P1 is an element from Σ
which represent an predicate type, g represent a Gaussian in-degree distribution and z a Zipfian
out-degree distribution.

The number of edges with a particular predicate depends on a combination of the degree-
distributions of the edges and on the constraints of the node types. Due to the importance of
satisfying the degree distributions for selectivity estimation of queries, we choose to disregard the
constraints on the predicates in Σ. Example 2 shows that the constraints for the number of edges
per predicate are implicitly defined by the combination of distributions and the constraints on the
number of nodes. This is the reason why we decided to remove the constraints in T on the number
of predicates per predicate type Σ.

Example 2 Consider a graph with one edge type Person likes Product with a Uniform(0,2) out-
distribution and a Uniform(3,5) in-distribution, 8 Persons and 2 Products. The in-distribution
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Uniform(3,5) means that every product has 3, 4 or 5 incoming edges, uniformly distributed. This
means that the expected value for the number of incoming connections to all products is equal to
the number of Products times the mean of the in-degree distribution. The mean of a Uniform(min,
max) is equal to 1

2 × (min+max).

E[ |incoming connections for Products| ] = nbProducts ·mean(Uniform(3, 5)))

= nbProducts · 1

2
· (3 + 5)

= 2 · 4
= 8.

The same holds for the out-distribution:

E[ |outgoing connections for Persons| ] = nbPersons ·mean(Uniform(0, 2))

= nbPersons · 1

2
· (0 + 2)

= 8 · 1
= 8.

This means that the expected number of edges in the graph for the edge type Person likes Product
is 8.

The calculations in Example 2 show that the expected number of out-going connections and
the expected number of in-coming connections is 8. Since both expected values are equal, it
is likely that we can connect most outgoing connections to an incoming connection and most
incoming connections with an outgoing connection. Notice that we are dealing with probability
distribution, which means that we cannot guarantee that all outgoing connections can be connected
to an incoming connection, even when the expected values are equals as shown above. A worst
case scenario of the example above is that both products get 3 incoming connections (6 in total)
and all 8 persons get 2 outgoing connections (16 in total), resulting in 10 outgoing connections that
cannot be connected to any incoming connection. However, due to the law of the large numbers
where the mean approaches the actual expected value of the distribution when the amount of
numbers drawn from a random variable is large, we expect these differences to be small in large
graphs.

This immediately shows an important constraint on defining a valid schema. In order to satisfy
the requirements for the distributions and the amount of nodes for the subjects and objects, the
following equation should hold:

Number of subject nodes · mean of the out-distribution
=

Number of object nodes · mean of the in-distribution.

In short:
nbSubjects ·mean(out− distr) = nbObjects ·mean(in− distr). (3.1)

Equation 3.1 should only hold when the in- and out-degree distribution are not of the type
Zipfian. The Zipfian distribution does not have a well defined expected value, due to skewness.
Zipfian distributions will be handled differently, see Section 4.4.3.

3.2 Resolving schema conflicts

The graph generator can encounter flaws in the schema which makes it impossible to get a good
approximation for the requirements. The standard bibliography example from gMark3 shows this
problem with the edge type: paper published in a conference. Example 3 shows this flaw.

3https://github.com/graphMark/gmark/blob/master/use-cases/test.xml
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Example 3 The edge type paper published in a conference has out-distribution Gaussian(40,3)
and in-distribution uniform(1,1). The number of papers is given as the proportional value 0.3 and
the number of conferences is given as the proportional value 0.1. Using Equation 3.1, this gives:

nbSubjects ·mean(out− distr) = nbObjects ·mean(in− distr)
0.3n · 40 = 0.1n · 1

12n = 0.1n.

Example 3 shows requirements that are conflicting, because the inequality 12n 6= 0.1n indicates
that Equation 3.1 is not satisfied. Resolving the conflicted requirements can be done by changing
the values of one the four parameters of Equation 3.1. Section 3.2.1 tries to solve the problems
by changing the number of nodes and Section 3.2.2 by changing the expected value of a degree
distribution.

3.2.1 Changing the number of nodes

Flaws in a schema can be resolved by changing one of the values of the four parameters in Equation
3.1. This section will focus on the effect of changing the values for nbSubjects or nbObjects.

Changing the number of object nodes gives:

nbSubjects ·mean(out− distr) = nbObjects ·mean(in− distr)

nbObjects =
nbSubjects ·mean(out− distr)

mean(in− distr)

=
0.3n · 40

1

=
12n

1
= 12n.

This means that updating the number of object nodes to 12n solves the flaw in the schema.
Changing the number of subject nodes gives:

nbSubjects ·mean(out− distr) = nbObjects ·mean(in− distr)

nbSubjects =
nbObjects ·mean(in− distr)

mean(out− distr)

=
0.1n · 1

40

=
0.1n

40
= 0.0025n.

This means that updating the number of subject nodes to 0.0025n solves the flaw in the schema.
However, solving this problem in this way leads to several side effects. The first side effect is

that the sum of all proportions is not equal to 1 anymore. Setting the number of object nodes to
12n requires the graph generator to generate way more nodes than expected, resulting in a longer
execution time and a bigger graph.

The second side effect is that the subject type and/or the object type can be used by other
edge types.

Below we will show different cases that show the problems when changing the number of nodes
to solve the conflicting requirements:

• The conflicting requirements cannot be solved when the subject type is equal to the ob-
ject type. For example, Person likes Person, with out-distribution Uniform(3,3) and in-
distribution(1,1). Figure 3.1 shows an example of this edge type with three nodes.
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Figure 3.1: First example of a schema with a flaw

Every person likes 3 persons and each person is liked by 1 person. It is not possible to satisfy
Equation 3.1 by changing the number of nodes, because changing the number of subjects
will change the number of objects with exactly the same amount.
This gives

c · 3 6= c · 1

where c is the number of persons in the graph. Changing c does not solve the equation.

• The conflicting requirements cannot always be solved when the subject type and object type
have multiple edges with different predicates. For example, consider two edge types. Edge
type 1: Person likes Country, with out-distr uniform(3,3) and in-distr uniform(1,1). This
edge type requires that there are three times as many Countries (c) as Persons (p):

pn · 3 = cn · 1
3pn = cn

Edge type 2: Person bornIn Country, with out-distr uniform(1,1) and in-distr uniform(3,3).
This edge type requires that there are three times as many Persons as Countries.

pn · 1 = cn · 3
pn = 3cn

3pn = 9cn

This conflicts with the previous edge type,

3pn = cn and 3px = 9cn

cn 6= 9cn

so the equation cannot be solved by changing only the number of nodes.

Figure 3.2 shows these two edge types. Increasing the number of Person nodes will im-
prove the in-distribution of the bornIn edge type, but makes the out-distribution of the likes
edge type worse. Increasing the number of Country node will improve the out-distribution
of the likes edge type, but makes the in-distribution of the bornIn edge type worse. This
means that it is not possible to satisfy both the in- and out-distributions of all edge types
by only changing the number of nodes.
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Figure 3.2: Second example of a schema with a flaw

• The last case we consider is when the subject type and object type are both used in previous
edge types.

1. Person likes Company: in distr Uniform(1,1), out distr Uniform(3,3)

2. Company sells Product: in distr Uniform(1,1), out distr Uniform(3,3)

3. Person buys Product: in distr Uniform(3,3), out distr Uniform(1,1)

Let count(x) represent the number of elements in x.
The first edge type requires: count(Companies) > count(Persons)
The second edge type requires: count(Products) > count(Companies)
The third edge type requires: count(Persons) > count(Products)

The third edge type conflicts with the first two, because the first two edge types combined
require:
count(Products) > count(Companies) > count(Persons)
However, the last edge type conflicts by requiring more persons than products.

Above examples show that it is not always possible to solve the conflicting requirements by
changing the requirements on the number of nodes.

3.2.2 Changing the expected value of one of the distributions

Changing the requirements on the number of nodes could affect multiple edge types, because
different edge types can use the same node type. The distributions of an edge type is specified
for every edge type individually. This means that we can always change one of the distributions
without a side effect on any other edge type. Changing the mean of a distribution can be done by
changing the parameters of the distribution.

Increasing the mean of a distribution is preferred above decreasing the mean. This strategy is
used, because satisfying distributions with an expected value around the zero can lead to undesired
behavior as shown in Figure 3.3. It is not possible to have a degree lower than zero, so the part of
the distribution lower than zero will accumulate to degree zero. Figure 3.3 shows an example where
a normal(0, 1) distribution is simulated. The blue line represents the normal(0, 1) distribution
and the histogram shows the generated degree distribution. The number of nodes with a degree
zero is far too high due to the accumulation of the negative values obtained from the normal(0,
1) distribution. The resulting histogram, without the blue line, is a better representation of a
Zipfian distribution than a normal distribution. To avoid these problems, we prefer increasing a
distribution above decreasing it. When increasing the expected value of the degree distributions,
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we should keep in mind that this could lead to more edges, which result in a graph that is more
dense.

Figure 3.3: The blue line represents the normal(0,1)-distribution and the histogram shows the
simulation of this distribution for a degree distribution

Shifting normal distribution

The expected value of a normal distribution is defined by the parameter mu (µ). Increasing the
expected value of a normal distribution, i.e. shifting a normal distribution to the right on the
horizontal axis, can be done by increasing the µ.

Shifting uniform distribution

The expected value of a uniform distribution is defined by 1
2 (max + min). Adding n values to

both the min and the max parameters of the uniform distribution results in an expected value:

E[Uniform(n+min, n+max)] =
1

2
(n+max+ n+min)

=
1

2
(2n+max+min)

= n+
1

2
max+

1

2
min

= n+
1

2
(max+min)

= n+ E[Uniform(min, max)].

So adding n values to both the min and the max parameters of the uniform distribution, results
in an increase of n values in the expected value.

Shifting Zipfian distribution

For a Zipfian distribution, the only indicated parameter is alpha (α), which represents the amount
of decay. Shifting this distribution x values to the right on the horizontal axis still makes it a
Zipfian(alpha)-distribution, but with the minimum on x instead of on 0. A shift in a Zipfian
distribution, is performed by increasing the internal parameters xmin and xmax.

The parameter xmax indicates the maximum number of connections a node can get. We use this
parameter for two reasons. First, this makes the distribution finite, so generating this distribution
becomes tractable. Second, this makes it possible to increase the total number of connections for
influencer nodes when the graph grows. An influencer node is a node with a degree much higher
than other nodes. See Section 4.6.1 and 5.2.1 for the details of the second argument.
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Chapter 4

Design for generating
monotonically evolving graphs

Data sets evolve over time, which makes it necessary for algorithms to perform well on a wide
range of data sets. For many simple graph algorithms, it is sufficient to test the algorithm on
a set of independent random graphs with different sizes. This sufficiently demonstrates the per-
formance characteristics of the algorithm. However, in the case of query processing algorithms,
e.g., cardinality estimation, a set of independent random graphs is not sufficient. A set of random
graphs does not guarantee that a constant, i.e. a particular node in one graph, is also present
in another graph with similar structural properties. Constants can be very important for query
processing algorithms, because constants in a query could affect the join order of the query in
a query evaluation plan. This makes it necessary that the constants in the queries have stable
structural properties during the evolution of a graph.

The domain of social networking, Internet connectivity and biological networks are examples
of domains where evolution of graphs have been studied[1, 12, 22]. Adding nodes and edges to a
graph is a form of graph evolution, where the graph grows monotonically. Once a node or an edge
is created, it is not possible to remove it from the graph. This property guarantees that constants
in the first graph should also be present in all other graphs that come from the monotonic evolu-
tion of the first graph.

The previous chapter introduced all the necessary components of schema-driven synthetic graph
generation. This chapter focuses on generating graph sequences, where the graphs in the sequence
come from monotonic evolution of a smaller graph in the sequence. All graphs in the sequence are
generated from a single schema, so they should all satisfy the requirements in the schema as good
as possible.

This chapter will focus on monotonic evolution in graph generation where the position of
the nodes in a degree distribution is stable. A motivation for monotonic evolution and degree
distribution stability is given in Sections 4.1 and 4.2, respectively. Some new concepts are ex-
plained in Section 4.3. Finally, Section 4.4 until Section 4.7 explain and introduce the design of
adding monotonic evolution with degree distribution stability to schema-driven synthetic graph
generation.

4.1 Motivation for monotonic evolution

The solution of gMark to solve the scalability issues for generating queries (see Section 2.3), has
the effect that queries can not have any constants. However, most queries in real life contain a
mix of constants and variables. Queries are obtained independently from the graph instances by
gMark. This makes it impossible to obtain queries with constants that have predictable selectivity
when executing the query on generated graph instances (see Example 1). Gubichev and Boncz [16]
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showed that substituting variables with random nodes (constants) leads to undesired behavior,
where the generated queries will not have the required selectivity. Generated queries need to have
a specific selectivity in order to be predictable and to generate useful test cases. A query with
randomly chosen constants could have many solutions in one graph and only a few solutions or
zero solutions in another graph. When benchmarking a system or a specific algorithm, one wants
to generate a query that has a predictable number of results, where, for example, the number of
results grow linear or quadratic with the number of nodes in the graph. Predictable behavior of
a query would be that the running time of an algorithm will be slightly higher when the query is
executed on a larger graph, since it needs to find more solutions from a larger space. However,
when the larger graph does not contain the given constant or when the constant is less connected,
the running time for processing the query could be lower on the larger graph. Nonetheless, what
actually happened is that the query processing algorithm returns in an early stage, because the
constant could not be matched or only a few neighbors of the constants needed to be explored.

Growing graphs monotonically can solve the selectivity problem of queries with constants. It
is possible to generate a small graph, add constants from this graph to the query workloads and
generate a graph sequence by monotonically growing this graph. Monotonic evolution of graph G0

to graph G1 has the effect that a query returns at least as many solutions when executed on G1 as
when executed on G0. It is also more natural to execute queries on two graphs where the larger
graph results from the evolution of the smaller graph, than when the two graphs are generated
from scratch, because algorithms in real applications need to deal with evolving data. Notice that
the queries become dependent on the smallest generated graph. This does not impose scalability
issues, because this smallest graph can be seen as a constant factor, where larger graphs can be
generated by evolving this smallest graph.

4.2 Motivation for degree distribution stability

Another aspect we want to target is the stability in the position of nodes in the degree distributions
over a sequence of graphs. Such stability accounts for natural evolution of graphs, where nodes
with relatively many edges will keep relatively many edges in the evolved graph. A node with a
degree much higher than the mean degree in one graph has a high probability to have this property
in all the graphs of the sequence. It is possible that a node with the highest degree in graph Gi
will be the node with the lowest degree in graph Gj , even though graph Gj is the result of a
monotonic evolution of graph Gi. Figure 4.1 shows an example where node 1 is the node with the
highest out-degree in graph 1, since its out-degree is 2 and the other two nodes have out-degree
0. Graph 2 is obtained by monotonically evolving graph 1. We can see that node 1 still has a
out-degree of 2, where all the other four nodes have a out-degree of 3, which makes node 1 the
node with the lowest out-degree in the graph.

Figure 4.1: Graph 2 can be the result of monotonic evolution of Graph 1. The dashed lines and
dashed circles represent new edges and nodes, respectively, that are added to Graph 1. Notice
that the nodes are not stable with respect to the position in the degree distribution.
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This example shows that specific attention needs to be paid to the stability of nodes in the
degree-distributions during the monotonic evolution of graphs.

4.3 New concepts

4.3.1 Monotonicity definition

Monotonic evolution of a graph Gi to graph Gi+1 means that all the nodes and edges in graph Gi
are also present in graph Gi+1. In other words, the edge set and node set of graph Gi should be
a subset of the edge set and node set of graph Gi+1.

Definition 2 Graph Gi+1 is a monotonic evolution of graph Gi when it holds that nodes(Gi) ⊆
nodes(Gi+1) and edges(Gi) ⊆ edges(Gi+1), where nodes(G) represents the node set of graph G
and edges(G) represents the edge set of graph G.

4.3.2 Generating graph sequences

We will focus on the generation of graph sequences which consist of k graphs, where graph Gi+1

is a result of monotonic evolution of graph Gi for 0 ≤ i < k − 1. Graph G0 is the basis, which is
not based on another graph.

4.3.3 Interface Connections

A node property, which we call interface connections (ICs), will be added to every node. When a
node has an open interface connection, it is possible to generate an edge to or from this node. The
maximum number of connections that a node is able to obtain is determined by the amount of ICs
for that node. Basically, an IC is a point where an edge and a node can be connected together.
Figure 4.2 shows this visually.

Figure 4.2: A visualization of all the components when generating the edges from the edge type
paper extends to journal

The amount of ICs that a subject node gets is determined by the out-going degree distribution
and the amount of ICs that a object node gets is determined by the in-coming degree distribution.
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4.3.4 Generation per edge type

Every edge type can be executed in parallel and independently of each other. Every edge type
will generate a bipartite graph, which consists of two disjoint sets S and T . The set S represents
all the subject nodes and the set T represents all the object nodes. Figure 4.2 shows these two
sets for the edge type Paper extendsTo Journal.

Every node gets an identifier that is based on its node type and its generation number. The
identifier n-m means that the node belongs to type n and is the mth node of type n.

The final graph is obtained by combining all the (subject, predicate, object)-triples of all
generated bipartite graphs.

It is possible that the subject and object nodes are the same, for example when we define the
edge type Person likes Person. In order to generate this edge type as a bipartite graph, every
node will be generated twice. The first generation of the node represents the subject nodes and
the second generation of the node represents the object nodes. Both generated nodes will only
have their identifier in common by default. This makes it possible to get a different out-degree
and in-degree for a single node. The desired out-degree is represented by the ICs of the subject
node and the desired in-degree is represented by the object node. The common identifier makes
these nodes appear as the same node in a (subject, predicate, object)-triple.

Combining the results of multiple edge types

Consider the schema with two edge types: Person likes Person and Person buys Product. Figure
4.3 shows an example of the generation of both edge types of the schema. The resulting graph
contains the triples:

• (0-0, 0, 0-2)

• (0-1, 0, 0-0)

• (0-1, 0, 0-1)

• (0-2, 0, 0-2)

• (0-0, 1, 1-0)

• (0-0, 1, 1-1)

• (0-2, 1, 1-0)

Figure 4.3: Generation of two edge types

4.4 Basic algorithm

The basic algorithm adds nodes and edges to the bipartite graph for each edge type. The edges
are generated in such a way that both the in- and out-degree distributions are satisfied.

First, Section 4.4.1 shows the generation of nodes. Second, the construction of edges is shown
in Section 4.4.2 and third, Section 4.4.3 shows how the quality of the generated distribution is
optimized.

4.4.1 Adding nodes

Nodes are generated and added to the bipartite graph of the corresponding edge type. The number
of ICs for every node is randomly drawn for the degree distributions. If the node belongs to the
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set S (the subject nodes), then the number of ICs is drawn from the out-degree distribution and
when the node belongs to the set T (the object nodes), the number of ICs is drawn from the in-
degree distribution. Every edge type specifies its own in- and out-degree distributions and subject
type and object type. The type of every node is saved as a node property, just like the local and
global identification number of every node. The local identification number distinguishes all nodes
of one type and global identification number distinguishes every node in the graph. The global
identification number is composed from the type number and the local identification number of
a node as discussed in Section 4.3.4. The global identification number can be represented as a
number by:

globalId(n) = localId(n) × nbTypes(G) + type(n),

where n is a node, G is graph such that n ∈ G and nbTypes(G) is the total number of types in
the graph G.

4.4.2 Adding edges

Edges are generated by the process of creating a subject and object connection-vector, shuffling
these vectors and pair-wise connecting nodes in the shuffled connection-vectors.

Creating connection-vectors

Random edges should be added in such a way that the resulting graph satisfies the requirements
from the schema. Sections 4.3.3 and 4.4.1 already indicated that every node has an amount of
ICs that represent the maximum number of connections that the node can obtain. The schema
requirements concerning the degree distributions are satisfied by connecting all ICs of every node
with an edge. Therefore, we want to close as many ICs as possible, where closing an IC means
that an edge connects to this IC. This is done by constructing two vectors. One for the subject
nodes and one for the object nodes.

Let a and b be the total number of ICs in all the subject and object nodes respectively. When a
is equal to b, then all ICs can be closed. The greater the difference between a and b, the more ICs
will remain open, which has a negative effect on the quality of the generated degree distribution.
This is the reason why it is important to satisfy Equation 3.1, because Equation 3.1 shows the
expected total number of ICs for the subject nodes on the left hand side and the expected total
number of object nodes on the right hand side.

When a subject node n has x ICs that are not closed, then the identifier of node n is added
x times to the connection-vector of the subjects. Now the length of the connection-vector of the
subjects is equal to a. This is done similarly for the object nodes to construct the connection-vector
of the object nodes.

Shuffling the connection-vectors and pair-wise connecting them

Once both connection-vectors are constructed, they will be shuffled independently. Edges are
constructed by simultaneously iterating of the connection-vectors, where the nth subject in the
shuffled connection-vector of the subjects is connected to the nth object of the shuffled connection-
vector of the objects. This idea is originally proposed and implemented by Bagan et al. [4]. To
optimize this part, it is possible to only shuffle the largest vector.

At the moment when an edge is added, the amount of open ICs of both the subject node and
the object node of the edge should be decreased with one value.

4.4.3 Equalizing the lengths of the connection-vectors

The connection-vectors of Section 4.4.2 could differ in length. When the connection-vector of the
subjects is larger that the connection-vector of the objects, some of the elements of the subject
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connection-vector can not be paired. This means that some ICs of the subject nodes are not
closed, resulting in a lower quality of the out-degree distribution.

This section shows how it is possible to generate connection-vectors of similar lengths.

Uniform or Gaussian degree distributions

Equation 3.1 can be used to identify possible problems in the schema that will generate connection-
vectors with very different sizes. Section 3.2.2 showed that Equation 3.1 can be resolved by
increasing the mean of one of the distributions. This is done before generating the first graph
of the sequence. In one special case it holds that, if Equation 3.1 holds for the first graph, then
the equation will hold for all the graphs in the sequence. This special case occurs when both
the number of subjects and objects are fixed or when they are both proportional to the number
of nodes in the graph. This special case will not change any of the parameters of the equation,
which means that the equation is satisfied for all graphs when it is satisfied for the first graph.
Even though the number of nodes can change, they will scale with the right proportional values,
represented as x and y in xn ∗mean(out− distr) = yn ∗mean(in− distr), where n represents the
total number of nodes in the graph. The proportional values, x and y, do not change. Only the
total number of nodes, n, increases. This n is present on both sides of the equation, so this does
not invalidate the equation. Furthermore the mean of a Uniform and Gaussian distribution does
not change when the total number of nodes increases. This leads to Observation 1.

Observation 1 Given 1) two degree distributions that are not Zipfian and 2) both node types that
have a fixed number of nodes or both node types that have a proportional number of nodes: once
Equation 3.1 is satisfied for the first graph in the sequence, it is satisfied for all graphs in the
sequence.

In the case that requirement 2 of Observation 1 is not met, an imbalance in Equation 3.1 will occur.
One side of the equation will increase when the total number of nodes in the graph increases due
to the presence of n on one side. This can be solved by fixing the schema before the generation
of every graph in the sequence. Fixing the schema means in this case: increasing the mean of the
distribution that belongs to the non-scalable node type. Appendix B shows a detailed description
and example of this part.

Zipfian degree distribution

A Zipfian distribution is a skewed distribution, see Section 4.6. To prevent the calculation of the
expected value for a Zipfian distribution, we use a different approach to satisfy Equation 3.1. First
construct the connection-vector for the subjects and the connection-vector for the objects. The
size of the subject vector now correspond to the left-hand side of Equation 3.1 and the size of the
object vectors to the right-hand side of Equation 3.1.

nbSubjects×mean(out− distr) = subjectV ector.size

nbObjects×mean(in− distr) = objectV ector.size

Assume that the subject vector is larger than the object vector. Shifting the in-degree dis-
tribution by one value adds nbObjects to the connection-vector of the objects. We need to add
subjectV ector.size− objectV ector.size values, so we perform a shift in the in-degree distribution
of

subjectV ector.size− objectV ector.size
nbObjects

.

When the subject vector is smaller than the object vector, a shift needs to be performed to the
out-degree distribution of

objectV ector.size− subjectV ector.size
nbSubjects

.

This makes it possible to improve the quality of the degree distributions in the generated graphs
without the need of calculating the mean of a Zipfian distribution.
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4.5 Additional properties for evolving data

The schema of Section 3 is based on the generation of one graph. When we consider the generation
of evolving graphs, some addition should be made to simulate real evolving graphs. The densific-
ation power law and the shrinking diameter are properties that are found in real graphs [17]. The
densification power law implies that the average degree of a node in a network increases over time.
The shrinking diameter implies that the effective diameter of graphs tends to shrink or stabilize as
the number of nodes in a network grow over time, where the diameter of a graph is the minimum
number of links in which some fraction of all connected pairs of nodes can reach each other.

The shrinking diameter property can be simulated by the use of Zipfian distributions, where
a few nodes connect with many nodes.

The densification power law could occur when modeling the out-degree distribution of Person
friendOf Person as a Gaussian(100, 5) distribution. When the graph grows, more friends of the
existing persons join the network, resulting in more friendship edges per node: a Gaussian(110,
5) distribution. However, this is not possible in the current schema. This can be added to the
schema S by indicating a scale-factor to every edge type in the graph. A scale-factor of 0 indicates
that the mean of the distribution does not increase when the graph grows.

In the case of a Zipfian distribution, no scaling is performed. This is not done, because
increasing the total number of nodes in the graph increments the xmax parameter of the Zipfian
distribution, see Section 4.6.1. A higher xmax parameter corresponds to a higher mean of a
Zipfian distribution. In the case of one Zipifian distribution, the shift is performed to the other
distribution. In the case of no Zipfian distributions, a case distinction is shown below on the
scalability value of the subject and object nodes. The schema allows the number of type to be a
proportional value, i.e. scalable with the total number of nodes, or to be a fixed value, i.e. not
scalable with the number of nodes.

If:

• both the number of subject and object nodes scale with the graph, then the in- and out-
degree distribution should scale both or should not scale both. Figure 4.4 shows an example
where both distributions scale with the graph size. For details see Appendix C;

• the number of subject nodes scale with the graph and the object nodes do not, then the in-
degree distribution should scale with the graph. In this case the scale-factor is not taken into
consideration, because the amount of scaling is calculated by Equation 3.1, see Appendix B;

• the number of object nodes scale with the graph and the subject nodes do not, then the
out-degree distribution should scale with the graph. This is similar to the previous case. See
Appendix B for the calculation of the correct scale-factor;

• both the number of subject and object nodes do not scale with the graph, then the in- and
out-degree distribution should scale both or should not scale both. For details see Appendix
C.

Notice that the scale-factor should be given to an edge type instead of a distribution, because
this makes it possible for our algorithm to satisfy Equation 3.1 for the above cases.

Improving data quality in schema-driven synthetic graph generation 23



CHAPTER 4. DESIGN FOR GENERATING MONOTONICALLY EVOLVING GRAPHS

Figure 4.4: Graph2 is obtained by monotonically evolving Graph1. The in-degree and out-degree
distributions are shifted by one value to the right (all ICs have increased with one) in Graph2.

Adding this feature to the graph generation requires an update to the graph schema definition
of Definition 1, where the function η will add sf to its output. This results in a updated graph
schema definition, given in Definition 3.

Definition 3 A graph schema is a tuple S = (Σ,Θ, T, η), where Σ is a finite alphabet of predicates,
Θ is a finite set of types and T is a set of constraints on Θ, and η is a partial function with two
elements from Θ and one element from Σ as input and the triple (Din, Dout, sf) as output. Din and
Dout represent the in- and out-degree distributions, respectively and sf represents the scale-factor
for increasing the mean of the distributions.

4.6 Simulation of a Zipfian distribution

Skewed distributions are found in most real graphs [17, 8]. A Zipfian degree distribution can be
used to model a skewed distribution. In a Zipfian degree distribution, some nodes get a lot of
edges while most other nodes get only a few edges.

Barabasi and Albert [6] introduced the scale-free property where the degree distribution of a
network follows a power law P (k) ∼ k−γ . The network of links between Web pages, actors linked
by movies and scientific papers linked by citations all have this scale-free property [5].

This section shows how the Zipfian distribution will be used in the generation of monotonically
evolving graphs. Section 4.6.1 shows how we incorporate the rich get richer principle in the
evolved graphs and Section 4.6.2 shows the simulation of the Zipfian distribution by transforming
a Uniform distribution to a Zipfian distribution.

4.6.1 Rich get richer

Adding the “rich get richer principle” to the Zipfian degree distribution accounts for more natural
behavior. Consider the example from a social network domain, where Mark Zuckerberg has many
friends, relative to the average persons. We expect that he will get more and more friends when
the graph grows.

A Zipfian distribution is infinite, which is intractable to generate. Therefore we will use an
maximum value that a Zipfian distribution can generate. We call this parameter xmax. Using
xmax for a Zipfian degree distribution could destroy the rich get richer principle. Mark Zuckerberg
could have the maximum number of friends, which is xmax, so he is not able to get more edges
when the graph grows. We solve this problem by increasing the value for xmax when the graph
grows. Notice that increasing xmax makes it possible to generate nodes with a higher degree,
which effects the mean of a Zipfian distribution.
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4.6.2 Generating values from a Zipfian distribution

In order to generate random values from a Zipfian distribution, we transformed a Uniform(0,1)
distribution to a Zipfian(α) distribution, where α is a parameter of the Zipfian distribution which
represents the amount of decay.

A degree distribution that follows a Zipfian distribution, means that the degree distribution
is skewed. The function f(d) = d−α, for d > 0 is used to represent a Zipfian distribution. In the
presence of shifts, the formula changes to f(d) = (d − xmin)−α, for d − xmin > 0. A Zipfian(α)
distribution can be generated by calculating the cdf (cumulative distribution function) of function
f , taking the inverse finv and giving a random Uniform(0,1) value v as input finv(v). The output
of the function will be a random value from the Zipfian(α) distribution.

The cdf is a monotonic increasing function, where the cdf FX(x) = P (X ≤ x) and P (X ≤ x)
represent the probability that the variable X has a value less or equal to x. The sum of all
the probabilities is equal to 1, so the cdf will always be a value between 0 and 1. The cdf of a
Zipfian distribution has the domain [0, 1] on the y-axis and the domain [xmin, xmax] on the x-axis.
Inverting the cdf gives the domain [0, 1] on the x-axis and the domain [xmin, xmax] on the y-axis.
The inverted cdf makes it possible to give values from a uniform distribution as input and get
value from a Zipfian distribution as output.

4.7 Connecting new nodes with the old graph

Consider the case when we are dealing with an edge type, where both distributions are not Zipfian
and both node types have a fixed number of nodes or both node types have a proportional number
of nodes. This is the case where we only fix the schema before the generation of the first graph in
the sequence, see Observation 1.

Take the graph sequence Q = (Graph1, Graph2), where Graph1 has 6 nodes and Graph2 has
10 nodes. Figure 4.5 shows two ways of generating this graph sequence. The left part of Figure
4.5 shows that adding nodes and edges to Graph1 could lead to disconnected graphs. When some
ICs are left open in the generated graph Graph1, it is possible that the new nodes of Graph2 are
connected with the old nodes of Graph1.

Figure 4.5: Graph2 is obtained by adding nodes and edges to Graph1. Left: Graph1 already closed
all interface-connections, so the newly added nodes will not be connected with Graph1. Right:
Graph1 leaves some ICs open, so the newly added nodes can obtain connections with Graph1.
Graph2 also leaves some ICs open for possible future grow.

In order to leave room for monotonically evolving a graph, it is important that a fair amount
of ICs remains open after the generation of the graph. A fair amount is used, because leaving
open ICs leads to a lower quality in the generated degree-distributions. The amount of interface-
connections that we do not close depends on the trade-off between the amount of connections
between newly generated nodes with the old graph and the quality of the generated degree-
distributions. This trade off is shown in the parameter prob of Algorithm 2. Section 5.2.1 shows
the implementation of the trade off. When new nodes need to be highly connected with the old
graph, the designer of the schema should think of making the degree-distribution scale with the
total number of nodes in the graph as is explained in Section 4.5.
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This trade-off is not a concern when:

• the in- or out-degree is a Zipfian distribution. When we are dealing with a Zipfian distribu-
tion, the number of ICs of some nodes will increase due to the rich get richer principle of
Section 4.6.1;

• the number of subject nodes is fixed and the number of object nodes is proportional to the
total number of nodes (or the other way around). In this case the mean of the out-degree
(or the in-degree) distribution increases when the graph grows, which results in more ICs
for all subject (or object) nodes. See Section 4.4.3 and Appendix B for more details;

• both distributions scale when the graph grows, which results in an increase in the ICs of
both subject and object nodes. Section 4.5 shows how this shifting of distributions is defined
and performed;

• both the subject type and the object type have a fixed amount of nodes. When the graph
grows, new nodes will not be generated.

4.8 Design conclusions

Adding monotonic evolution to the schema-driven synthetic graph generation, where the position
of the nodes in a degree distribution is stable, includes several challenges. These challenges are
to determine and remember the amount of connections that each node needs to obtain, reserving
connections for future growth of the graph and satisfying the schema before and after the evolution.

Stability of the position of a node in a degree distribution is obtained by keeping track of the
amount of connections that every node can obtain. Several nodes need to reserve some connections
for future growth of the graph, in order to be able to connect newly added nodes to nodes in the
previously generated graph. Special attention needs to be taken to satisfy the schema requirements
after the evolution. Equation 3.1 can be used to validate or update the requirements in the schema
when evolving a graph.
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Implementation of monotonic
graph sequences with structural
stability

This section will show the details of the design in Section 4. A general design of a deterministic
version is discussed in Section 5.1 and Section 5.2 explains an incremental version.

5.1 Deterministic version

Making the graph generator deterministic, makes it predictable what nodes and edges will be
generated by the graph in every stage. This makes it possible to add the monotonicity property
to every generated graph by using a deterministic graph generation algorithm.

For every graph that needs to be generated, a seed for the pseudorandom number generator
and a total number of nodes in the graph need to be specified. Using a fixed seed makes it
possible to generate exactly the same values from a pseudorandom number generator. Although the
generated numbers are not truly random, they are drawn from a specific distribution which makes
them useful. All the graphs that are generated with the same seed will contain the monotonicity
property: egdes(Gi) ⊆ edges(Gi+1) and nodes(Gi) ⊆ nodes(Gi+1), when the number of nodes in
graph Gi+1 is greater that the number of nodes in graph Gi.

The graph generation is divided into multiple iterations. Every iteration performs a fixed
amount of work. For example, the 5th iteration for the edge type Person likes Company adds
subject node Alice and object node Philips and the edges Alice likes Philips and Alice likes
ASML. In this case ASML is an object node that was already added in an iteration before (1-4).

One important thing to notice is that the work done in one iteration should be independent
on the total number of nodes in the graph. In this way, it is possible to change the total number
of nodes in the graph, but still construct the same nodes and edges in all the iterations of the
smallest graph. Basically, increasing the total number of nodes in the graph means performing
more iterations. Nodes and edges are added in iterations, so performing more iterations results in
a graph with more nodes and edges.

5.1.1 Performing an iteration

The minimum amount of work that needs to be done is adding one subject node, one object
node and some edges. However, the total number of subject nodes can be different than the total
number of object nodes. This leads to the generation of

max

(
1, f loor

(
subjectNodes

objectNodes

))
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subject nodes and to the generation of
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objectNodes
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))
object nodes. One more subject node will be generated with a probability of

max

(
0,
subjectNodes

objectNodes
−max

(
1, f loor

(
subjectNodes

objectNodes

)))
and one more object node with the probability of
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.

The amount of edges connected to a node (ICs of a node) is defined by the in- and out-degree
distributions, so the amount of edges that will be created in each iteration is dependent on the
degree distributions.

5.2 Incremental version

The deterministic algorithm maintains the monotonicity property for all possible graphs generated
by the schema, under the assumption that a fixed seed is used for the pseudorandom number
generator. However, in most cases you want to generate a few graphs only. This information about
the required graphs and the sizes of these graphs can be used in an incremental algorithm. The
idea is to remove the iterations and generate the smallest graph directly and continue by adding
nodes and edges to the graph to obtain larger graphs. Consider the graph sequence G1, . . . Gn,
generating Gi+1, will be done by adding nodes and edges to Gi, for 0 ≤ i < n.

The generated subject nodes, object nodes and edges will be saved in a separate bipartite graph
for each edge type. Let nb subjects(Gi) be the total number of subject nodes that needs to be in
the bipartite graph Gi, then the number of subject nodes that needs to be added for generating
Gi+1 is equal to

nb subjects(Gi+1)− nb subjects(Gi).

Adding the information of the graph sequence to the graph schema updates Definition 3 to
Definition 4.

Definition 4 A graph schema is a tuple S = (Σ,Θ, T, η,Q), where Σ is a finite alphabet of
predicates, Θ is a finite set of types, T is a set of constraints on Θ, Q is a sequence of integers
representing the graph sizes in the graph sequence and η is a partial function with two elements
from Θ and one element from Σ as input and the triple (Din, Dout, sf) as output. Din and Dout

represent the in- and out-degree distributions, respectively, and sf represents the scale-factor for
increasing the mean of the distributions between graphs in the sequence.

5.2.1 Algorithmic design

The process of generating a graph sequence is shown in Algorithm 1 and Figure 5.1. A graph
sequence consists of multiple graphs with one schema that has multiple edge types.
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Algorithm 1 processSequence(configuration, sequence, prob)

for edgeType in configuration do
if edgeType.outDistribution != Zipfian and edgeType.inDistribution != Zipfian then

fixSchema(configuration, edgeType)
end if
graphNumber = 0
BipartiteGraph g;
for graphSize in sequence do

g.processEdgeType(edgeType, prob, graphSize, graphNumber)
graphNumber++

end for
end for

Figure 5.1: Process of generating a sequence of graph from one graph schema.

The process of generating a single graph from the sequence for a particular edge type is shown
in Algorithm 2 and Figure 5.2, which refers to “Process graph” of Figure 5.1.

Improving data quality in schema-driven synthetic graph generation 29



CHAPTER 5. IMPLEMENTATION OF MONOTONIC GRAPH SEQUENCES WITH
STRUCTURAL STABILITY

Algorithm 2 processEdgeType(edgeType, prob, graphSize, graphNumber)

1: if graphNumber > 0 and
2: edgeType.outDistribution != Zipfian and edgeType.indistribution != Zipfian then
3: if edgeType.subjects.scalable xor edgeType.objects.scalable then
4: performShiftForNonScalableNodes(edgeType)
5: else
6: performSchemaIndicatedShift(edgeType)
7: end if
8: end if
9:

10: addSubjectNodes(graphSize)
11: addObjectNodes(graphSize)
12:

13: if (in- or out-degree distribution is Zipfian) then
14: updateICsForNodesWithZipfianDistribution()
15: (vsbj , vobj) = createConnectionVectors(this.subjects, this.objects)
16: performFixingShiftForZipfian(vsbj , vobj)
17: shuffleVectors(vsbj , vobj)
18: addEdgesByPairingVectors(vsbj , vobj , edgeType.predicate)
19: else
20: addEdges(prob)
21: end if

Figure 5.2: Process of generating a single graph from the graph sequence.
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Updating the schema

Generating high quality graphs with respect to the schema requirements requires that Equation
3.1 holds for every graph in the sequence. Lines 1 until 8 perform possible schema changes in the
case when no Zipfian distributions are involved.

Line 4 in Algorithm 2 refers to the case where one node type has a fixed number of nodes and
the other node type has a number of nodes that is proportional to the total number of nodes in
the graph. This will result in an imbalance of Equation 3.1. The function performShiftForNon-
ScalableNodes solves this imbalance by increasing the mean of one of the distributions, see Section
4.4.3 and Appendix B.

Line 6 in Algorithm 2 refers to the case where the schema indicates that the mean of both
distributions should increase when the next graph of the sequence will be processed. Section 4.5
introduced this idea and Appendix C explains the details.

Line 16 in Algorithm 2 refers to the case where a Zipfian distribution is involved. Equation
3.1 involves the calculation of the mean. A Zipfian distribution is not centered around the mean,
which could lead to large errors when using the mean of a Zipfian distribution in Equation 3.1.
An alternative approach is used where the differences in the lengths of the connection-vectors of
the subjects and objects is fixed after the generation of these connection-vectors as discussed in
Section 4.4.3.

Adding edges

The basic idea of adding edges by constructing, shuffling and pairing connection-vectors is illus-
trated in Section 4.4.2. Algorithm 3 shows the process of constructing a connection-vector, where
the input nodes could be either subject nodes or object nodes. Algorithm 4 shows the process of
adding edges by pairing two connection-vectors.

Algorithm 3 constructingConnectionVector(nodes)

1: vector vec
2: for node in nodes do
3: for 1:node.openICs do
4: vec.add(node.id)
5: end for
6: end for
7: return vec

Algorithm 4 pairingElements(connectionVector subjectVec, connectionVector objectVec, int
predicateId)

1: for i ∈ 1:min(subjectVec.length, objectVec.length) do
2: addEdge(subjectVec[i], objectVect[i], predicateId)
3: end for

Connecting new nodes with the old graph

In one special case we do not want to add all edges, see Section 4.7. This is the case where nodes
cannot obtain additional ICs when the graph grows, i.e. both distributions are not Zipfian and
both node types have a fixed number of nodes or both node types have a proportional number of
nodes. One simple idea is to give a probability to the addition of an edge in line 2 of Algorithm
4. Using a probability of 0.97 turns out to work well for distributions with a low mean, but not
so well for distributions with a high mean. Figure 5.3a considers the generation of an edge type
with a Uniform distribution with min=50 and max=52. The generated distribution is more like
a Gaussian distribution than a Uniform one. A node with a required degree of 52, needs to have
52 edges. Every edge has 3% of not being generated. The means that the probability that the
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node will actually have a degree of 52 is 0.9752 ≈ 0.21. This means that about the 79% of the
nodes with a required degree of 52 will get a degree of 51 or lower. The same hold for nodes with
a required degree of 51 and 50.

(a) Generating a Uniform distribution
where 3% of the edges is not generated

(b) Generating a Uniform distribution
where 25% of the nodes leave one IC open

Figure 5.3: Leaving open some ICs for future growth of the graph

A better alternative is to perform the construction of edges in two stages. Assume that the
number of subjects is smaller or equal to the number of objects. First, the out-distribution is
shifted to the left by one value, and all the edges are added. Now the out-distribution is shifted
back to the right by one value and all the remaining edges are added with a probability. This
way of generating edges generates a degree of n − 1 in the worst case for a subject node where
the degree should have been n. Figure 5.3b shows an example where 25% of the subject nodes
leave one IC open. When 0% of the nodes leave open an IC, the nodes with a degree of 49 would
get a degree of 50 and some nodes with a degree of 50 will get a degree of 51 and some nodes
with degree 51 will get degree 52, resulting in a perfect Uniform distribution with min=50 and
max=52. For the object nodes it holds that 0.25 × nbSubjects

nbObjects of the object nodes leave open one
IC. The assumption is made that nbSubjects ≤ nbObject, so the number of object nodes that will
leave open one IC is less that 25%. This is shown in example 4.

The out-distribution is shifted in this example, because the assumption is made that the number
of subject nodes is equal to or lower than the number of object nodes. When this assumption
does not hold, the out-distribution should be substituted with the in-distribution and the subject
nodes with the object nodes.

Example 4 Consider the generation of a graph with two subject nodes (1 and 3) and three object
nodes (2, 4 and 6) and a Uniform(3,3) out-distribution and a Uniform(2,2) in-distribution, see
Figure 5.4. There are more object nodes than subject nodes, so a shift is performed in the subject
nodes. The first phase of adding edges consists of the subject connection-vector: [1,1,3,3] and the
object connection-vector [2,4,4,6]. Shuffling and pairing could result in the edges {(3,4), (1,4),
(1,6), (3,2)}. All edges in this set will be added. The second phase consists of the remaining
ICs and adding the edges with a probability. The subject connection-vector is [1,3] and the object
connection-vector is [2,6]. Shuffling and pairing could result in the edges {(3,2), (1,6)}. The edges
in this set will be added with a probability. This example is illustrated in Figure 5.4.
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Figure 5.4: Example of the algorithm where some nodes leave one IC open for future growth of
the graph. The solid lines represent the ICs that are used in the first part of the algorithm and
the dashed lines represent the ICs that will be used in the second phase of the algorithm.

Zipfian updates

Line 14 in Algorithm 2 indicate the updates in ICs for nodes belonging to a Zipfian distribution to
satisfy the rich get richer principle from Section 4.6.1. This is implemented by increasing the xmax
parameter of the Zipfian distribution when the graph grows. A Zipfian distribution is simulated
by transforming a Uniform distribution to a Zipfian distribution.

Figure 5.5 shows a Zipfian(2.5) distribution with its corresponding cdf and Figure 5.6 shows
the inverted cdf, which makes it possible to transform Uniform(0,1) values to Zipfian(2.5) values.

Figure 5.5: Zipfian distribution with alpha=2.5 with its corresponding pdf and cdf.

Figure 5.6: Inverted Zipfian(2.5) cdf

Inverting the cdf is done by algorithm 5. Given a cdf and a uniform random value, the algorithm
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will return a value from the Zipfian distribution. The cdf is represented as an array. The Zipfian
value is defined as the first position in the cdf-array where the cdf-value is bigger than the uniform
random value. A basic implementation of this process is shown in Algorithm 5. Since the cdf
array is a sorted array, we have implemented this function using binary search to lower the upper
bound of traversing every element in the array (n) to only a fraction of all elements in the array
(log(n)).

Algorithm 5 transformUnifToZipf(array cdf, double unifRand)

zipfianValue ← cdf.length
for i in 1:cdf.length do

if unifRand <= cumulProbs[i] then
zipfianValue ← i
break

end if
end for
Return zipfianValue

Example 5 Consider the cdf: [0.7564750, 0.8902021, 0.9387300, 0.9623698, 0.9759021, 0.9844807,
0.9903158, 0.9944948, 0.9976078, 1.0000000]. A random uniform value value of 0.9, gives in a
Zipfian(2.5) distribution the value 3, because the third element of the cdf, 0.9387300 is the first
element in the cdf that is greater than the random value 0.9.

When we consider shifts, xmin should be added to the Zipfian values.

In the example of Figure 5.5 we use the value 10 for xmax. When xmax changes, the cdf also
changes. This means that a recalculation needs to be done for the ICs of all nodes to satisfy the
Zipfian distribution. Node stability in degree distributions is one of our goals, see Section 4.2, so
the value from the random Uniform distribution should be saved as a node property. This value
represents the position in the Zipfian distribution. A position of 0 means that the node will always
get xmin ICs and a position of 1 means that the node will always get xmax ICs as shown in Figure
5.6 where xmin = 1 and xmax = 10.

The value xmax is defined as the number of nodes of a particular node type. It is not possible
that nodes will be removed due to the monotonicity property, so the value for xmax can only
increase when the graph grows. Values obtained by the transformation from a uniform distribution
to a Zipfian distribution will be used as the amount of ICs that nodes will get in a Zipfian
distribution. We will now show that increasing xmax can lead to an increase in the number of ICs,
but not to a decrease of ICs of a node.

Let f(d) = d−α be the Zipfian distribution and P (d) be the probability density function of
f(d): P (d) = f(d)/sum, where sum =

∑xmax

xmin
d−α and F (d) be the cdf of f(d). When we increase

the value for xmax, the probability density function P (d) will be divided by a larger number,
resulting in a smaller values for every P (d) where xmin <= d <= xmax. Smaller (or equal) values
P (d) for all d values of the domain result in lower (or equal) values in the cdf F . Lower values
in the cdf correspond to higher value for the Zipfian distribution, because the value in a Zipfian
distribution is defined as the first position in the cdf-array where the cdf-value is bigger than
the uniform random value. When the cdf-values are smaller, the resulting Zipfian value could
be higher, but especially not lower. The decrease in probability of generating a degree from the
domain before increasing xmax is compensated with an increase in probability for the new values
d where d is larger than the old xmax.
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Correlation

Data in real life data sets could be correlated in many different ways. Different types of correlation
are discussed in this section. Having correlation in synthetic graphs is important, because correl-
ated data influences the complexity of algorithms operating on the graphs e.g., in the join-order
optimization process for query processing. Join-order optimization requires reasonable accurate
selectivity estimation. Algorithms for selectivity estimation usually assume data independence,
which is not correct in the case of correlated data. Having structural correlated in synthetic graphs
makes it possible to evaluate algorithms which have to deal with correlated data.

6.1 Defining correlation

Correlation can occur between two variables X and Y . Correlation between X and Y means that
both variables fluctuate together. This can be defined as dependence between the variables. The
amount of linear dependence can be measured with Pearson’s product-moment coefficient.

6.1.1 Positive and negative correlation

The dependence between two variables represent a positive correlation when an increase in one of
the variables leads on average to an increase in the other variable and a decrease leads on average
to a decrease in the other variable. A negative correlation between two variables means that an
increase in one variable leads on average to a decrease in the other variable and a decrease leads
on average to an increase in the other variable.

6.1.2 Pearson’s product-moment coefficient

The Pearson’s product-moment coefficient measures the amount of linear dependence between
two variables. Let us take a look at an example of positive correlation. Let X be a variable
representing the hours that a student took to study for his examination and let Y be the score
of that student. Table 6.1 shows six students with their corresponding values for both variables.
Figure 6.1 plots both variables of all six students, variable X on the horizontal axis and variable
Y on the vertical axis.

Improving data quality in schema-driven synthetic graph generation 35



CHAPTER 6. CORRELATION

Table 6.1: Positive correlation example

Student number Hours spend on learning Grade obtained

1 9 8
2 12 9
3 4 5
4 6 5.5
5 10 7.5
6 8 7

Figure 6.1: Positive correlation example

From Figure 6.1 we can see an overall increasing trend, an increase in the number of study
hours results in an increase in the grade, which is positively correlated. The amount of correlation
can be calculated by the Pearson’s product-moment coefficient:

ρX,Y =
cov(X,Y )

σXσY
,

where σ is the standard deviation and cov is the covariance. Covariance is defined as

cov(X,Y ) = E[(X − µX)(Y − µy)],

where µ is the mean and E[x] is the expected value of x.

This example results in a correlation coefficient of 0.97.

6.2 Types of correlation in graphs

Graph data contains different types of correlation. This section will give examples of different
types of correlation found in graph data.

6.2.1 Schema information correlation

Neumann and Moerkotte have shown in [21] that cardinality estimation for RDF queries based
on histograms have issues in the presence of correlation. This is an example where correlation
influences the complexity of algorithms operating on graph. The correlation they refer to is based
on the absence of a schema information, where for example the selectivity of all RDF-triples with
predicate isCitizenOf is correlated with the selectivity of all RDF-triples with object United States.
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Namely, the selectivity of all RDF-triples with predicate isCitizenOf and object United States is
much higher that the selectivity of all triples with predicate isCitizenOf times the selectivity of
all triples with object United States. The example of Figure 6.2 comes from [21] and shows this
correlation.

Figure 6.2: Example from Neumann and Moerkotte [21] that shows correlation of RDF-triples due
to missing schema information

LetX be a variable indicating σP=isCitizenOf and let Y be a variable indicating σO=United States.
When X and Y are independent you could expect that sel(X) · sel(Y ) = sel(X ∧Y ). The big dif-
ference between both sel(X) · sel(Y ) and sel(X ∧Y ) suggests a dependence between the variables
which introduces correlation.

An increase in the number of isCitizenOf -predicates will most likely results in an increase in
the number of United States-objects.

A graph schema could specify that isCitizenOf -edges always go to City-nodes. This additional
knowledge can introduce correlation when the number of city nodes is less than the total number
of nodes in the graph. Our focus is on schema-driven graph generation, so the generated graphs
will have this kind of correlation, because graph are generated from a graph schema.

6.2.2 Node instance correlation

We define node instance correlation as a dependency between two or more properties or struc-
tures of a node instance. For example, a node instance n9 with firstName=“Jan” has a higher
probability to have the property isBornIn=“The Netherlands” than isBornIn=“USA”, and vice
versa where n9 has isBornIn=“The Netherlands” increases the probability for firstName=“Jan”.
In this example, firstName and isBornIn are dependent on each other.

The LDBC SNB (Social Network Benchmark) [14] graph generator evolved from the S3g2 [23]
generator. The S3g2 generator is able to generate several types of node instance correlation:

• Correlated degree distribution. This means that the degree of a node is correlated between
several edge labels. For example, people with more friends are more likely to post more
pictures. The variable X and Y fluctuate together, where X is the degree of node n with
respect to edge label friendOf and Y is the degree of node n with respect to edge label
postPicture.

• Correlated properties. Correlation between two or more properties indicate that a specific
property is dependent on the value of one of more other properties. This is implemented by
a property directory model. Every property is taken from a property directory, which is a
fixed set of property values. The property values are sorted by a ranking function. Finally a
probability density function specifies how the data generator chooses values from the sorted
properties.

The ranking function sorts all the property values of y based on a combination of literal
values from properties s, where the property y is correlated with the set s of properties. For
example, firstNames (y) are sorted different for every combination of Gender, Country and
birthYear (s). The value that will be generated for properties y of node n is now dependent
on the property values for s of node n.

Improving data quality in schema-driven synthetic graph generation 37



CHAPTER 6. CORRELATION

Let variable X be the selectivity of firstName=“Jan” and variable Y be the selectivity of
Gender=“Male” ∧ Country=“The Netherlands” ∧ birthYear=“1980”, now X and Y fluctu-
ate together.

• Correlated structure. A correlated structure indicates that some class of edges (e) is depend-
ent on property values (s). A node n will create an edge to node m based on a probability
distribution function and a ranking function, where the ranking function assigns a similar
rank to similar nodes with respect to s. A sliding window protocol in combination with
a monotonically decreasing probability function results in a higher probability to generate
edges in e between similar nodes with respect to s.

An example of a structural correlation that the LDBC has included is “similar people have a
higher probability to be connected”, which is modeled by making the probability that people
are connected dependent on their characteristics. This type of correlation is based on specific
instances of nodes, where a person is a node instance in the graph with particular property
values.

6.3 Our focus on correlation

We focus on the addition of correlated properties and correlated structures to schema-driven graph
generation. We do not use the property graph data model, so properties will be represented as
basic nodes and edges. Property values are represented as nodes and an edge can represent that
a property value belongs to a node. The graph generator relies on a graph schema, which means
that we cannot add missing information, such as longitude and latitude to sort nodes based on
their location. So we can only use the structural information that is present in the graph.

We will include the generation of structural correlated of the form where an edge type can
be dependent on one other edge type. A more general type of correlation will be between the
similarity of a node with respect to a set of edge types s and one other edge type e. Two nodes
that are similar in the edge types in set s will be more likely to become similar in edge type e. An
example is where s = {location, gender, birthY ear} and e = firstName. The probability that
two persons have the same first name is higher when the persons live in the same location, have
the same gender and are born in the same year. Extending the basic case where an edge type is
correlated with only one other edge type to the more general case is future work, see Section 10.1.
Examples of correlation where an edge type depends on one other edge type are: persons living
in the same city have a higher probability to go to the same school and persons liking the same
companies have a higher probability to buy the same products.

This form of correlation can be incorporated in the schema-driven graph generation by first
generating edge types s and then generating edge type e based on the generated edges in s. To
reiterate, we focus on the case where the set s consists of exactly one element (|s| = 1).

6.3.1 Motivating example

Correlation between instances of nodes is not by default present in the generated graphs. Edges
are generated to satisfy a specific distribution, but not to connect certain similar node instances
with each other. Consider the following example.

Example 6 Etten-Leur is a small village in the Netherlands and KSE (Katholieke Scholengemeenschap
Etten-Leur) is one of the few high schools in Etten-Leur.

Given that a person lives in Etten-Leur, (p1, ”livesIn”, ”Etten-Leur”), should increase the
probability that this person goes to or has been on high school KSE, (p1, ”highSchool”, ”KSE”).

This correlation is in essence based on the distance between a city and a school. The smaller
the distance, the more likely it is that a person is going to that high school. This makes it possible
to indicate this form of correlation as an amount of linear dependability of two variables. Let X
be the distance between a cityi and a schoolj and Y be the probability that a person that lives
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in cityi goes to school schoolj . Variables X and Y are negatively correlated, because on average
smaller distances result in higher probabilities.

This type of correlation is hard to generate, because the distance is not part of the graph.
Missing information can not be obtained by a graph instance that is generated from a schema,
because every node is an abstract representation of something that is defined by the schema. We
can only use information that is present in the schema and that is part of the current graph.
By using the structural information of the current graph, it becomes possible to add structural
correlation. We assume that persons living in the same city, have a higher probability to go to the
same high school. This is generalized in Observation 2.

Observation 2 Correlation between edge type p and q means that similar nodes according to edge
type p, will be more likely to become similar in edge type q.

Notice that similarity between nodes with respect to an edge type needs to be defined. This is
done in Section 6.4.

Figure 6.3a illustrates an example of what we want to achieve, where the similarity of node
pairs in edge type p is highly correlated with edge type q. Every data point in the figure represents
a pair of nodes, where the horizontal axis shows the similarity of the pair of nodes with respect to
edge type p and the vertical axis with respect to edge type q. The correlation coefficient of this
example is 0.902. Figure 6.3b shows an example where edge type p is not correlated with edge
type q. The correlation coefficient of this example where the data is not correlated is 0.144.

(a) Correlation coefficient is 0.902 (b) Correlation coefficient is 0.144

Figure 6.3: Correlation between edge types q and p

6.4 Similarity definition

A similarity function will be used for analyzing the amount of correlation in graph instances. An
edge type defines edges between two types of nodes, which makes it possible to define the similarity
between two nodes as the proportion of edges with the same target nodes.

The input of the similarity function will take two nodes and a set of edges. The set of edges
needs to be all the generated edges of one particular edge type. This particular edge type can be
either p or q, when correlation between edge types p or q is desired. Using all the edges of p will
give the similarity of two nodes w.r.t. to edge type p. The underscore in Algorithm 6 represents
a placeholder for any predicate. Since all edges are instances of the same edge type, all predicates
will be equal.

The similarity function will generate two sets that contain all the target nodes of the edges
where the source node is equal to the input node (two input nodes result in two sets). At this
moment we can use any set-similarity function to find the similarity between all pair of nodes. Our
basic similarity function will be the Jaccard similarity coefficient. The algorithm for calculating
the Jaccard similarity coefficient is shown in Algorithm 6.
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The Jaccard similarity coefficient is equal to the number of elements in the intersections of
both sets divided by the number of elements in the union of both sets.

Jaccard similarity coefficient =
|intersection(set1, set2)|
|union(set1, set2)|

Calculating the Jaccard coefficient for all pair of nodes in large graphs could be time-consuming.
It is possible to construct minhashing signatures to estimate the Jaccard coefficient and use
locality-sensitive hashing (LSH) to find only the most similar nodes with high probability [18].

Algorithm 6 jaccardSim(Node n1, Node n2, vector<edge> edges)

Node targetNodesOfNode1 = {t1|(n1, , t1) ∈ edges}
Node targetNodesOfNode2 = {t2|(n2, , t2) ∈ edges}
Return |intersection(targetNodesOfNode1,targetNodesOfNode2)|

|union(targetNodesOfNode1,targetNodesOfNode2)|

6.5 Supported correlation

Adding structural correlation is a very challenging task to do in schema-driven graph generation.
We focused on one interesting and practical form of structural correlation, where the similarity
value of node-pairs is correlated between two different edge types.

We are targeting:

• positive correlation,

• correlation without circular dependencies,

• correlation where an edge type is dependent on only one other edge type, and

• correlation between two edge types that have the same node type for their subjects.

When generating the edge instances of edge type q, that are correlated with edge type p, we
assume that the edge instances of edge type p are already created. This means that the generation
of edges in edge type q depends on the edges in edge type p. This is a possible source for a
deadlock, where we have circular dependencies; q depends on p, p depends on r and r depends
on q. We cannot start generating any edge in the edge types of the circular dependency graph,
because they all depend on an edge type that is not processed at this moment. Therefore we do
not support circular dependencies.

40 Improving data quality in schema-driven synthetic graph generation



Chapter 7

Implementation of node instance
correlation in graph generation

Our focus on object instance correlation refers to the effect: when two nodes are similar with
respect to one property, then the probability increases that they will also be similar in another
property. Section 6.3.1 introduced this correlation and gave some examples. Let p and q be two
edge type, where q is correlated with p. Now one property refers to the edge type p and another
property refers to edge type q in the sentence above. From now on, we will refer to set p as the
basis of the correlation and to q as the correlated edge type. The similarity of a node pair w.r.t.
an edge type is defined by Algorithm 6, where(n1,n2) is the pair of nodes and the edges is defined
by the edges from the basis of the correlation.

7.1 Linear dependency

The amount of linear dependency can be calculated by Pearson’s product-moment coefficient. In
order to get a better visual representation of the dependency between two variables, a scatter
plot can be used. Every data point in a scatter plot represents a pair of nodes, the horizontal
axis represents the similarity of the pair of node with respect to the basis of the correlation and
the vertical axis represents the similarity of the pair of nodes with respect to the correlated edge
type. Figure 6.3a and 6.3b show examples of these scatter plots, where the values are made up,
in order to illustrate the desired result of the generation of correlated edge types. In the case of
perfect correlation, all points in the scatter plot will be on a straight line (the regression line).
The regression line is the best fitted line in the scatter plot where the distance between the data
points and the line is minimal. When all points are far away from the regression line, then there
is little to no correlation.

In order to generate the correlated edge type q that is correlated with the edge type p, we need
to generate the edges in edge type q in such a way that the similarity w.r.t. edge type q is linear
dependent on the similarity w.r.t. edge type in p.

7.2 Node mapping

In order to introduce linear dependency, the edges in the correlated edge type q need to be
generated carefully. Edges in the basis of the correlation can be used to obtain information to
generate edges to the correlated edge type. Consider again the example 6 where persons living
in Etten-Leur have a higher probability to go to the high school KSE than to go to any other
school. When we encounter an edge from a person to Etten-Leur we want to add an edge to KSE
with high probability. To do this we define a mapping M between Cities and High Schools, where
we map Etten-Leur to KSE, M(Etten-Leur) = KSE. When there are more cities than schools,
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we have to map multiple cities to one school, so we map for example Sprundel, Rijsbergen and
Hoeven to KSE because those cities are very small cities close to Etten-Leur. When there are
more schools than cities, we could map a city to more than one school, for example Amsterdam
can be mapped to multiple high schools.

7.2.1 Basic algorithm

The node-mapping approach, to generate correlation, is based on a mapping between nodes (line
3-5) and reusing the already generated edges of the bases of the correlations and substituting the
object nodes of these edges according to the mapping function (line 6). Algorithm 7 shows the
basic version of this algorithm.

Algorithm 7 generateCorrelatedEdgeType(edgeType q, edgeType basis)

1: Assume that the basis is already generated
2: edgeType p = basis
3: subjectsOfMapping = {op | ( , p.predicate, op) ∈ edges(p)}
4: objectsOfMapping = {oq | ( , q.predicate, oq) ∈ edges(q)}
5: Let M be a function that maps every subject ∈ subjectsOfMapping to a subset of
objectsOfMapping: M(subject) = s, where s ∈ P(objectsOfMapping), and P(x) is the
power set of x.

6: correlatedEdges = {(sp, q.predicate, oq) | (sp, p.predicate, op) ∈ edges(p) and oq ∈M(op)}
7: shuffle(correlatedEdges)
8: for every edge in correlatedEdges do
9: Add edge to the graph

10: end for

The idea of this algorithm is that a pair of nodes with an object node in common in the basis
of the correlation, will get at least one object node in common in the correlated edge type. Let
subjects s1 and s2 have one object in common in edge type p, (s1, p.predicate, oi) ∈ edges(p) and
(s2, p.predicate, oi) ∈ edges(p). Let node oi be mapped to x nodes, M(oi) = s where s is a set of
x object nodes in edge type q, then subjects s1 and s2 will have x nodes in common in edge type
q.

When the mapping from nodes in the basis to the nodes in q is a bijective function (i.e. a
one-to-one correspondence), then the correlation coefficient will be one. This is only possible when
the total number of different object nodes in the basis of the correlation and the correlated edge
type are equal. When the number of object nodes is different, the mapping function could be
either surjective or injective.

With a surjective function for the mapping, it is required that every object node in the cor-
related edge type is mapped by at least one object node from the basis of the correlation. The
effects on the correlation coefficient is shown empirically in Section 7.3.

With an injective function for the mapping we require that every object node in the correlated
edge type is mapped by maximum one object node from the basis of the correlation. This makes
it impossible to simulate the example of 7.2 where multiple cities are mapped to one school. This
is why we choose to use a surjective function to define the mapping.

Interpretation of the algorithm

Let b1, . . . , bn be object node instances in the basis of the correlation. Let q1, . . . qm be object node
instances in the correlated edge type. Consider the mapping M(b1) = {q3}.

An interpretation of this mapping in Algorithm 7 is: “When an edge in the basis of the
correlation has the object node b1, then the correlated edge type will obtain an edge with object
node q3 and the same subject nodes as in the basis of the correlation.”

When we define b1 to represent Etten-Leur and q3 to represent KSE, then the interpretation
will be: “When a person lives in Etten-Leur, then he will go to school KSE.” Of course this
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is not true for every person living in Etten-Leur. One idea to improve on this algorithm is to
include a probability for adding every correlatedEdge in Line 9 of Algorithm 7. However, to keep
this algorithm basic, we did not include this feature in Algorithm 7. The idea is to include very
strong correlation in the basic algorithm and lower the amount of correlation when satisfying the
degree distributions. Section 7.4 shows how this basic algorithm is extended to satisfy the degree
distributions.

7.3 Mapping with a surjective function

A surjective function is used for the mapping of objects nodes from the basis to the object nodes
of the correlated edge type. This means that every object node in the correlated edge type is
mapped by at least one object node from the basis of the correlation.

The mapping is performed by a random permutation of two sets s1 and s2, where s1 rep-
resents the subjectsOfMapping from Algorithm 7 and s2 represents objectsOfMapping. The first
min(s1.length, s2.length) values are pair-wise mapped. The additional values are mapped by circ-
ling back to the first value of the smallest set. As a result, all elements of the largest set are used
exactly ones in the mapping and the elements of the smallest set are used at least ones in the
mapping.

With this mapping we enforce that every element of s1 maps to at least one element of s2.

Algorithm 8 defineRandomMapping(set s1, set s2)

1: shuffle(s1)
2: shuffle(s2)
3: if s1.length < s2.length then
4: for i in [ 0, s2.length ) do
5: Map s1[i % s1.length] to s2[i]
6: end for
7: else
8: for i in [ 0, s1.length ) do
9: Map s1[i] to s2[i % s2.length]

10: end for
11: end if

7.3.1 Number of object nodes are equal

A bijective function for the mapping is possible when the number of object nodes in the basis is
equal to the number of object nodes in the correlated edge type. As discussed in Section 7.2.1,

(a) Perfect correlation with cor-
relation coefficient of 1

(b) The number of object nodes
of edge type p is two times
greater than q. The correlation
coefficient is 0.709.

(c) The number of object nodes
of edge type p is two times smal-
ler than q, The correlation coef-
ficient is 0.946.

Figure 7.1: Correlated edge type q based on edge type p
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(a) Mapping from node c1 to node s1, M(c1) =
1, and from node c2 to node s1, M(c2) = s1.

(b) Mapping from node a, b, c to node 1
(M(a) = 1,M(b) = 1,M(c) = 1), and from
node d to node 2 (M(d) = 2)

Figure 7.2: Examples with more objects in p than in q

this will lead to perfect correlation. The same similarity value in the correlated edge type and the
basis of the correlation result in a straight line in the scatter plot of Figure 7.1a.

7.3.2 Number of object nodes in the basis for the correlation is greater

This section considers the case where the object nodes in the basis of the correlation p is greater
than the number of object nodes in edge type q. This means that we will map some objects in p
to one object in q. When we map two cities c1 and c2 to one school s1, we will generate an edge
to school (x, q, s1) when the edge (x, p, c1) or (x, p, c2) is present in the graph. This is natural
behavior when the distance between the cities is small.

Figure 7.1b shows the result of an experiment where the number of object nodes in the basis
is two times bigger than the number of object nodes in the correlated edge type. The solid line
represents the regression line and the dashed line represents the diagonal line. Most values are
above the diagonal line, indicating that the expected similarity value has increased.

The resulting scatter plot can show points far away from the regression line, resulting in a lower
correlation coefficient. Figure 7.2a shows the worst case example where similarityp(p1, p2) = 0
and similarityp(p2, p3) = 1, but where similarityq(p1, p2) = similarityq(p2, p3) = 1. For the
same similarity value in edge type q, a range of different similarity value can occur in edge type
p, which can lead to “horizontal lines” in the scatter plot.

The mapping of multiple object nodes of p to a single object node in q can result in much
higher similarity values for q than for p, which explains the amount of data points in the scatter
plot above the diagonal line in Figure 7.1b. Figure 7.1b also shows a few points below the diagonal
line. These points refer to pair of nodes where the similarity w.r.t edge type p is higher than the
similarity w.r.t. edge type q. This happens in the special case when the nodes in the intersection
w.r.t. edge type p map to the same node, where the other nodes in the union of the node-pair
map to different nodes. This is illustrated in Example 7.

Example 7 Figure 7.2b shows an example of the special case where a node-pair will have a lower
similarity value in the correlated edge type than in the basis of the correlation, where the number
of object nodes is greater in the basis of the correlation. The nodes a, b, c are in the intersection
of node-pair (n1, n2) w.r.t. edge type p (the basis). Those three nodes all map to the same node
1. Node d is the only node in the union but not in the intersection and maps to a different node,

namely node 2. This gives a similarity of |{a,b,c}|
|{a,b,c,b}| = 3

4 for node-pair (n1, n2) w.r.t. edge type p.

We use set-similarity, so the similarity w.r.t edge type q will be |{1}|
|{1,2}| = 1

2 .
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7.3.3 Number of object nodes in the basis for the correlation is less

This section considers the case where the sum of object nodes in the basis (p) is less than the
number of object nodes in the correlated edge type q. This means that we will map at least one
object in p to multiple objects in q. When we map one city c1 to two schools s1 and s2, we will
add the edges (x, q, s1) and (x, q, s2) when the graph contains the edge (x, p, c1). This leads to
a high correlated structure, see Figure 7.1c. However, notice that this way of generating edges
could add some undesired properties. For example it could be strange to obtain the property that
most persons go to many schools at the same time. Maybe we want to include only one school
per person in the graph. This is satisfied by the degree distributions, which is added to the basic
algorithm in Section 7.4.

Small fluctuations around the regression line occur. Figure 7.3 shows an example where
similarity(x, y) = similarity(x, z) with respect to edge type p, but where similarity(x, y) <
similarity(x, z) w.r.t. edge type q. Node x and y have node a in common and node x and z have
node b in common. Node a is mapped to one object node in q, where node b is mapped to two
object nodes in q which introduced the difference in the similarity values. This is an example why
a node-pair with similarity value x in edge type p can have a range of similarity values in edge
type q as is observed by the “vertical lines” in figure 7.1c.

The worst case occurs when half of the nodes need to be mapped to x nodes and the other
half of the nodes needs to be mapped to x + 1 (or x − 1). This is the case when the number of
objects nodes in the correlated edge type is 1.5 times larger than the number of object nodes in
the basis. These experiments are shown in Figure 7.1c.

Figure 7.3: Mapping from node a to node 3, M(a) = {3} and from node b to node 1 and 2, M(b) =

{1, 2}. This gives the following similarities: similarityp(x, y) = |{a}|
|{a,b}| = 1

2 , similarityp(x, z) =
|{b}|
|{a,b}| = 1

2 , similarityq(x, y) = |{3}|
|{1,2,3}| = 1

3 and similarityq(x, z) = |{1,2}|
|{1,2,3}| = 2

3 .

7.4 Extension of structural correlation with degree distri-
bution requirements

Schema-driven synthetic graph generation tries to generate graphs where properties like degree
distributions are satisfied. Our goal of adding node instance correlation should not invalidate
other schema requirements. Node instance correlation rearranges the edges in the correlated
edge types. The way that edges are generated in the correlated edge types does not consider
degree distributions. This section will extend the basic algorithm for generating correlated edge
types (Algorithm 7) to satisfy in- and out-degree distributions. Algorithm 9 shows the extended
algorithm.

The degree distribution assigns the required number of in-coming and out-going connection
to every node. Remember that we used IC and openIC to represent the required amount of
connection, which is saved for every node. When the number of open ICs is zero, all ICs are
closed, which means that the node has exactly the required number of connects.

It is not always possible to add all possible correlatedEdges, because the number of openICs
of the subject or object node can be zero. In that case, we do not add the edge. After the process
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of generating correlated edges, several nodes can have ICs that are open. In order to close all ICs,
i.e. give every node the required amount of connected defined by the degree distribution, we can
proceed by adding edges in the same way as we did without correlation (Line 12 of Algorithm
9). This is done by constructing two vectors (subject and object vector), shuffling and pair-wise
connecting them to construct edges, see Section 4.4.2.

Algorithm 9 generateCorrelatedEdgeType2(edgeType q, set<edgeType> basis)

1: Assume every edge type p ∈ basis is already generated
2: subjectsOfMapping = {op | ( , p.predicate, op) ∈ edges(p) and p ∈ basis}
3: objectsOfMapping = {oq | ( , q.predicate, oq) ∈ edges(q)}
4: Let M be a function that maps every subject ∈ subjectsOfMapping to a subset of
objectsOfMapping: M(subject) = s, where s ∈ P(objectsOfMapping), and P(x) is the
power set of x.

5: correlatedEdges = {(sp, q.predicate, oq) | (sp, p.predicate, op) ∈ edges(p) and oq ∈M(op)}
6: shuffle(correlatedEdges)
7: for every edge in correlatedEdges do
8: if correlatedEdges.subject.openICs > 0 and correlatedEdges.object.openICs > 0 then
9: Add edge to the graph

10: end if
11: end for
12: add edges as usual for the remaining open ICs

Consider again Example 7 with the addition of an out-degree distribution given by the schema.
The schema could define a Uniform(1,1) out-degree distribution. The correlatedEdges contains
the edge (n1, pq, 1) three times, (n2, pq, 1) three times and (n2, pq, 2) one time. The edges in
correlatedEdges are randomly shuffled, and added in this new order. Subject node n1 has only
edges to object node 1, so this will be generated with a probability of 1. Subject node n2 has
three edges to object node 1 and one edge to object node 2, so Algorithm 9 will add the edge
(n2, pq, 1) with a probability of 3

4 and the edge (n2, pq, 2) with probability 1
4 . Notice that the edge

(n2, pq, 1) will result in similarityq(n1, n2) = 1 and edge (n2, pq, 2) in similarityq(n1, n2) = 0. In
other words, similarityq(n1, n2) will be one with a probability of 3

4 and zero with a probability
of 1 − 3

4 , where 3
4 is equal to similarityp(n1, n2). More formally: E[similarity in edge type q] =

1 ∗ 3
4 + 0 ∗ 1

4 = 3
4 = similarityp(n1, n2).

The property that E[similarity in edge type q] = similarityp(n1, n2) does not hold in general.
The example of Figure 7.2a shows this directly where only one way of adding the edges with Uni-
form(1,1) out-distribution is possible, resulting in similarityq(p1, p2) = 1 where similarityp(p1, p2) =
0.

However, notice that the schema could break the correlation very easily. For example, when
the in-degree distribution is Uniform(1,1), then the correlation coefficient is always zero, because
every object node only allows one edge, so two subject nodes cannot have an edge to the same
object node.

7.4.1 IC-preserving mapping

Maximizing the number of correlated edges that can be added to the graph will increase the
amount of correlation in the generated graph. To achieve this, we need to minimize the effect
where the condition of line 8 of Algorithm 9 is not satisfied. We try to achieve this by updating
the random mapping to an IC-preserving mapping, where the object node with the highest degree
in p will be mapped to the object node with the highest degree in q. This is done by changing the
shuffle function of lines 1 and 2 of Algorithm 7 to a sort function, which sorts all the nodes in the
set based on their number of open ICs in descending order.
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Empirical study

Every synthetic graph sequence should satisfy several requirements, which are defined in Section
1.1. This section will empirically show the quality of the generated graph sequences by testing if
the requirements are met. gMarkGraphGen, i.e. the graph generator of gMark, is used to compare
the quality of our graph generator, MonStaGen.

First we want to show in Section 8.1 that MonStaGen scales well with the number of graphs in
the sequence. Second, we empirically show in Section 8.2 that the generated graphs have a high
quality with respect to the schema and that this quality is stable across all graphs in the sequence.
Third, nodes should have stable structural properties across the sequence. Experiments regarding
node stability in a graph sequence are performed in Section 8.3. Finally, the amount of correlation
that is obtained by our approach to generate correlated structures is tested in Section 8.4.

All experiments, except Section 8.1.2, were executed on a 1.4 GHz Intel Core i5 processor with
4 GB RAM, running OS X 10.11.6.

8.1 Run time experiments

Graph data is increasing in real application. Testing algorithms to even larger data can reveal
scalabilty issues of the algorithms. This makes it important to generate very large graphs in a
reasonable amount of time, which makes the run time an important aspect of graph generators. In
this section we will show why we choose for the incremental generation instead of the deterministic
generation of graphs. The schema that is used is the standard bibliography example1.

8.1.1 Comparison between deterministic and incremental

Figure 8.1 shows the difference in running time of both versions for generating a single graph.
For the incremental version we used the sequence S = {G1}, where the number of nodes in G1 is
indicated on the horizontal axis. For the deterministic version, we use the seed 222. Both versions
include the process of validating and updating conflicting schema requirement.

Figure 8.1 shows a massive difference in running time between the deterministic and incre-
mental versions. The incremental version needs only a small fraction of time to generate a graph
with 350K nodes, compared to the deterministic version. We discard the deterministic version,
because it does not scale well with the number of nodes in the graph. As a result, we will use the
incremental version in MonStaGen.

8.1.2 Comparison of MonStaGen with gMarkGraphGen

This section demonstrates two run time comparison between MonStaGen and gMarkGraphGen.
The first experiment compares the generation of a single graph and the second experiment com-

1https://github.com/graphMark/gmark/blob/master/use-cases/test.xml
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Figure 8.1: Run-time of generating a single graph with the monotonicity property.

pares the generation of a graph sequence. Both experiments are executed on a server with 2.3GHz
Intel Xeon E5 CPU and 200GB RAM, running CentOS 6.7 .

Monotonically evolving graphs, where the nodes in a graph sequence have stable structural
properties, require more computations than generating graphs without any requirement between
the graphs in the sequence. MonStaGen has O(n log(n)) for generating a single graph, due to
updating the ICs in a Zipfian distributions. gMarkGraphGen has O(n), because it just randomly
assigns the values from a Zipfian distribution.

Figures 8.2a and 8.2b show the difference in the running time between MonStaGen and gMark-
GraphGen for generating a graph sequence with only one graph, and for generating a graph se-
quence with 20 graphs, respectively. All values are obtained by four runs, where the highest
and the lowest values are discarded and the mean of the remaining two values is used. Both al-
gorithms do not validate or update conflicting schema requirements in these experiments, because
gMarkGraphGen originally did not do this.

Figures 8.2a shows that gMarkGraphGen has a lower running time for generating a single
graph. However, when we want to generate multiple graphs of different sizes, MonStaGen be-
comes profitable. For generating graph Gi+1, MonStaGen uses the generated graph Gi, instead of
generating the whole graph from scratch. Figure 8.2b shows the running-time of the generation
of graph sequence S = G1, . . . , G20 of MonStaGen and gMarkGraphGen. The total number of
nodes in graph G20 is shown on the horizontal axis. The total number of nodes in graph Gi is
i
20x, where x is the total number of nodes in graph G20. Notice that larger sequences, i.e. se-
quences with more than 20 graphs, will increase the difference in running time, which is in favor
of MonStaGen. However, increasing the total number of nodes in the graphs without increasing
the number of graphs in the sequence will favor gMarkGraphGen. This means that MonStaGen
scales better with the number of graphs and gMarkGraphGen scales better with the number of
nodes in a graph.
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(a) Run-time of generating a single graph
with MonStaGen and gMarkGraphGen.

(b) Run-time of generating a sequence of
20 graphs with equal increments between
the graphs.

Figure 8.2: Running time experiments

8.2 Schema quality experiments

A sequence of graphs G1, . . . , Gn is generated from a schema S. All the separate graphs Gi, for
1 ≤ i ≤ n should satisfy the requirements given by schema S. This schema defines different node
types, predicate types, edge types and number of nodes per type. Different node and predicate
types are defined, so they can be used as a reference in the construction of edge types.

First we want to show in Section 8.2.1 that the quality of the distribution is stable over all
graphs in a graph sequence. For these experiment we used prob = 0, where prob represents
the trade-off between connecting new nodes with the old graph and the quality of the generated
degree distributions (see Section 5.2.1). Section 8.2.3 shows the quality of generated distributions
for different prob values and Section 8.2.4 shows the quality of the distributions using the final
value for prob. The quality of the generated distributions of gMarkGraphGen is shown in Section
8.2.2. Experiments regarding the schema requirements about the number of nodes per type are
shown in Section 8.2.5.

8.2.1 Qualitative analysis of the distribution simulation

We used the graph sequence G1, G2, G3, where nodes(G1)= 1K, nodes(G2)= 10K and nodes(G3)=
100K. The function nodes(Gi) represents the number of nodes in graph Gi. The schema that is
used is the standard bibliography schema2, where we only used the first edge type. For the Uni-
form degree distribution tests, we changed the Gaussian in-degree distribution to a Uniform(2,4)
distribution.

To test if the generated distributions actually represent the required distributions, we perform
the ks (Kolmogorov-Smirnov) test. The ks test performs a test if two samples were drawn from
the same continuous distribution. However, we have a discrete distribution. The dgof 3 package
in r contains the ks test for a discrete distribution. This is a one-sample test to check if the
distribution function, which generated the sample x, came from the distribution y with specified
parameters. In our case, x will be the degree distribution from our generated graphs and y will
be the required distribution from the schema requirements (after schema-fixes).

We simulate a real Gaussian distribution with the r-function rnorm (1M data points) and
transform it into a discrete distribution by rounding the values. The empirical cdf, which is
a step-function to represent a cdf for discrete cumulative distribution function, is obtained by
performing the ecdf-function on the sample. This sample is compared to the degree distribution
from our generated graph. Similar for the uniform distribution, with the runif-function. For the
Zipfian distribution, we constructed our own real Zipfian distribution by transforming a uniform
distribution to a Zipfian distribution.

2https://github.com/graphMark/gmark/blob/master/use-cases/test.xml
3https://cran.r-project.org/web/packages/dgof/dgof.pdf
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# Normal d i s t r i b u t i o n t e s t
norm = round ( rnorm (1000000 , mean=3, sd=1) , 0)
ks . t e s t ( degreeOfNodesGaussian , e cd f (norm) )

# Uniform d i s t r i b u t i o n t e s t
un i f = round ( r un i f (1000000 , min=1.5 , max=4.5) , 0)
ks . t e s t ( degreeOfNodesUniform , ecd f ( un i f ) )

# Z ip f i an d i s t r i b u t i o n t e s t
un i f = run i f (1000000)
rZ i p f = trans formUni fToZip f ian ( un i f )
ks . t e s t ( degreeOfNodesZipf ian , e cd f ( rZ i p f ) )

Our hypothesis is that both samples, the degree of the generated nodes in the graph and data
from the required distribution, come from the same distribution. We use a significance level of
0.1.

Table 8.1 shows the results of the ks tests on the graphs of the graph family. All p-values are
much higher than the significance level, so we do not have to reject our hypothesis.

Table 8.1 also shows the distribution parameters that are obtained by finding the least square
error. The graphs in Figures 8.3, 8.4 and 8.5 show the generated data in a histogram, where the
best fitted distribution is shown by the dashed red line and the expected distribution in a solid
blue line. The expected distribution represents the required distribution from the schema.

Table 8.1: Quality of the simulation of different degree distributions in a graph family

Figure 8.3: Quality of the simulation of Gaussian distributions in a graph family
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Figure 8.4: Quality of the simulation of Uniform distributions in a graph family

Figure 8.5: Quality of the simulation of Zipfian distributions in a graph family

All three different distributions are very similar to the required distribution. The quality of
the degree distributions seems to be better for larger graphs, which is a result of the convergence
of random variables towards their mean, so the quality is stable across the graphs in the sequence.
Notice that only one run is performed for this analysis. Section 8.2.4 shows a more quantitative
analysis of the distribution simulation, where the values are obtained by stating the mean and the
standard deviation of 20 runs.

8.2.2 Quality of the degree distribution quality of gMarkGraphGen

gMarkGraphGen generates all graphs of the sequence independently, so we simulate a graph
sequence by generating all graphs from the sequence separately.

Experimental setup

For the experiments in this section we use a schema with two node types (0 and 1) with both 0.5n
number of nodes and one predicate type (0), where n is the total number of nodes in the graph.
A graph sequence with 3 graphs with 1K, 10K and 100K nodes. The schema has only one edge
type from node type 0 to node type 1 with predicate 0. Both the in- and out-degree distribution
are set to the distribution being tested.

This schema is executed 10 times and both the in- and out-distributions are used for the
quality measures of the degree distribution, resulting in 20 measurements. The resulting values
in the tables show the mean and standard deviation of these 20 measurements. The first value
in every cell indicates the mean of the measurements and the second value, after the plus-minus
sign, indicates the standard deviation of the 20 measurements.

Uniform degree distribution

The results of the Uniform degree distribution with different parameter values are shown in Figure
8.2. We expect that the minimum and the maximum degree of all the generated nodes is close to
the min-parameter and the max -parameter of the distribution. The table also provides the mean
of the degree of all nodes. We expect this to be close to the 1

2 (min+max), which is the expected
value of a Uniform distribution with min and max parameters.

Improving data quality in schema-driven synthetic graph generation 51



CHAPTER 8. EMPIRICAL STUDY

Table 8.2: Generation of the Uniform distribution using gMarkGraphGen

When the difference between the min and the max increases, the minimum degree value of
the generated graph instances decreases and the standard deviation of the minimum value across
the different runs increases. The same applies to the mean degree of all nodes. This is due to
an increased amount of randomness, resulting in different size of the connection-vectors of the
subjects and objects, see Section 4.4.3. The Uniform distribution will always generate the same
value when the difference between the max -parameter and min-parameter is zero, resulting in
non-random behavior. This means that when Equation 3.1 holds, then the degree distribution
will always be satisfied perfectly. This is illustrated in the Uniform(50,50) degree distribution of
Figure 8.2.

Another effect that can be observed is that the values become better and the standard deviation
between the different runs become smaller when the graphs get bigger. This is a result of the law
of the large numbers, where the random values converge to the expected value of the distribution
when the sample size of the random variable increases.

Gaussian degree distribution

Figure 8.3 shows experiments for the Gaussian degree distribution. The standard deviation of the
degree of the generated nodes is represented as sd.

Table 8.3: Generation of the Gaussian distribution using gMarkGraphGen

We observe exact the same behavior as in the experiments for the Uniform distribution. The
randomness increases when the value for the parameter sigma increases, which leads to a lower
value for the mean and a higher standard deviation in the mean and the sd of the observed values
in the different runs.
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Zipfian degree distribution

The best fitted alpha value of a generated Zipfian degree distribution is obtained by calculating the
squared error between the pdf (probability density function) of the discrete Zipfian(α) distribution
and the probability density function of the generated degree distribution. This is done for all
Zipfian(α), where 1.00 ≤ α ≤ 10.00 with steps of 0.01.

Table 8.4: Generation of the Zipfian distribution using gMarkGraphGen

These experiments illustrate again that larger graphs are able to represent the exact distribu-
tion slightly better.

8.2.3 Trade-off between distribution quality and generating connected
graphs

Section 4.7 shows a trade-off between quality of the generated degree distributions and the way
that new nodes are connected with the old graph. All the cases where we do not have to consider
this trade-off are listed in Section 4.7, the remaining cases occur where only Uniform or Gaussian
distributions are involved in combination with a proportional number of nodes for the subjects
and objects.

Increasing the value for prob means that a higher percentage of nodes will leave one IC open. As
a result, less edges can be generated, so the distribution will not be simulated perfectly. However,
increasing the number of nodes that leave open one IC, increases the number of connection between
the new generated nodes and the old graph.

We use the same experimental setup as Section 8.2.2.

Effect on the quality of the degree distribution

Increasing the prob value, could make the simulation of the degree distribution slightly worse.
How big this impact is, is shown in Figure 8.5. Figure 8.5 shows the impact of this trade-off
on the quality of a Uniform degree distribution, where prob is the expected proportion of nodes
that will leave an IC open, which can be used for connecting new node when the graph grows. A
Uniform(50, 52) is used for these experiments.
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Table 8.5: The quality of a Uniform(50, 52) degree distribution for different values for P , where
P represents the variable prob of Algorithm 2

The results for prob = 0 shows similar results as gMarkGraphGen, which is shown in Figure
8.2 in the middle rows for the Uniform(50, 52) distribution. Increasing the value for prob results
in a decrease in the minimum values and the mean values. This is as expected, because a higher
percentage of nodes do not close all ICs, which results in a smaller degree than is required for the
distribution.

The same experiments are performed for the Gaussian distribution in Figure 8.6.

Table 8.6: The quality of a Gaussian(50, 2) degree distribution for different values for P , where
P represents the variable prob of Algorithm 2

The results show the expected behavior, where the mean will decrease and sd increases when
the value for prob increases. The values for sd increases due to a larger domain where the values
are, which is clear from the example of the Uniform distribution where the maximum of the domain
remains stable, but the minimum of the domain decreases.

Effect on the amount of connections between new edges with the old graph

Last section showed a decrease in the quality of the generated distribution when we increase the
value for prob. However, increasing the value for prob has a positive effect on the number of
connections between newly generated nodes and the old graph. Increasing the value for prob
results in an increasing amount of nodes that leave an IC open. Those open ICs can be used
to connect with new nodes when the graph grows. Table 8.7 shows the number of edges that
are added when monotonically evolving a 10K graph to a 20K graph in the case of a Gaussian
distribution. The added edges are divided into three categories: 1) edges between nodes in the
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old graph, 2) edges between new nodes and nodes from the old graph and 3) edges between new
nodes.

We expect more connections between new nodes and the old graph when the value for prob
increases. Also when the randomness increases we expect the number of connections between new
nodes and the old graph to increase. This is due to the increase in randomness, which results in a
higher probability of length differences in the connection-vectors. Differences in the length of the
connection-vectors results in more ICs that can not be closed. A natural consequence is that the
number of connections between the old graph and new nodes increases.

Table 8.7: The number of connections between newly added nodes and nodes of the old graph.
We consider in this case a Gaussian distribution in a graph with 10K nodes that is incremented
to a graph with 20K nodes.

Expected number of ICs in the 10K graph that will be closed during the increment-
ation to the 20K graph. The original graph (old graph) contains 10K nodes, where 5K are
subject nodes and 5K are object nodes. The value 0.25 for prob, means in this case that about
25% of the new added subject nodes and 25% of the newly added object node will leave one IC
open. The 10K graph leaves approximately 0.25 · 5K + 0.25 · 5K = 2500 ICs open. The 20K
graph also needs to leave open some ICs for future growth. It follows the same approach, with
the addition that all the nodes of the 10K graph with one open IC are added to the second phase
of the algorithm. This means that 25% of all the open ICs from the 10K graph are not closed in
the 20K graph, which are 0.25 · 1250 of the subject nodes and 0.25 · 1250 of the object nodes. As a
result we expect that 2500− (0.25 · 1250 + 0.25 · 1250) = 1875 ICs will be closed in the 20K graph
of the expected total of 2500 open ICs in the 10K graph.

These calculations are generalized to (p ·n/2+p ·n/2)− (p ·p ·n/2+p ·p ·n/2) = p ·n−p2n = y,
where n is the total number of nodes in the graph, p is the value for prob and y is the expected
number of ICs in the smaller graph that will be closed during the process of monotonically evolving
this graph. This function has a maximum value for p = 0.5, where y = 2500. Notice that the
assumption is used that the number of subject nodes is 0.5n and the number of object nodes in
0.5n, which is the case in this experiment.

Actual number of ICs in the 10K graph that are closed during the incrementation
to the 20K graph. The Gaussian(50,0) example for prob = 0.25 shows that about 1492 edges
are added between new nodes and the old graph and that there are about the 181 edges are ad-
ded between two nodes of the old graph. Edges between two nodes of the old graph closes one
subject IC and one object IC in the old graph, so we multiply these edges by 2. This gives a
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total of 1492 + 181 · 2 = 1854 ICs of the 10K graph that are closed in the process of monoton-
ically evolving the 10K graph to the 20K graph. This is very close to the expected number of 1875.

The same experiments are performed for the Uniform distribution in Figure 8.8

Table 8.8: The number of connections between new added nodes and nodes of the old graph. We
consider in this case a Uniform distribution in a graph with 10K nodes that is incremented to a
graph with 20K nodes.

The Uniform(51,51) example where prob = 0.25 shows that about 1497 + 196 · 2 = 1889 ICs
of the 10K graph are closed in the process of monotonically evolving the 10K graph to the 20K
graph. This is very close to the expected value of 1875.

Increasing the randomness of the distribution increases the number of connections between new
nodes and the old graph due to a higher change on length differences in the connection-vectors of
Section 4.4.2 and 4.4.3.

Smaller increments. When the amount of nodes decreases that are added during the evolution
of a graph, we expect the same number of ICs in the smaller graph to be closed when evolving the
graph. However, less new nodes are added, so we expect the fraction of connections between nodes
of the old graph to increase and the fraction between new nodes and the old graph to decrease.
These experiments are shown in Figure 8.9.

Table 8.9: The number of connections between new added nodes and nodes of the old graph. We
consider in this case a graph with 10K nodes that is incremented to a graph with 12K nodes.

For prob = 0.25, the number of ICs that are closed in the 10K graph when monotonically
evolving it to a 12K graph is 522 · 2 + 835 = 1879. This is close to the expected number of 1875.
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For prob = 0.5, this is 886 · 2 + 704 = 2476, which is also close the the expected 2500.

Trade off conclusion

Above we showed empirical experiments of the effect of increasing the value for prob. Increasing
the prob value has a positive effect on the connectivity of the graphs in a sequence, but a negative
effect on the quality of the generated degree distributions. The value prob = 0.25 is in our opinion a
good trade-off where the distribution quality is still sufficient and where new nodes are sufficiently
connected with the old graph when monotonically evolving a graph. From this point we will use
the value 0.25 for prob for all following experiments.

8.2.4 Quantitative analysis of the degree distribution quality of Mon-
StaGen

The experiments that are performed in this sections are executed in exactly the same way as the
experiments in Section 8.2.2, the only difference is that we use MonStaGen instead of gMarkGraph
for generating the graphs. The parameter value prob for MonStaGen is set to 0.25, due to the
experiments of Section 8.2.3.

We want to show in these experiments that the generated graphs have a high quality with
respect to the distribution simulation and that the quality is stable throughout the graph sequence.

Uniform degree distribution

Table 8.10 shows the quality analysis of the Uniform distribution across a graph sequence. We
expect the generated distribution to have a higher quality for distributions with less randomness.
A Uniform distribution has more randomness when the difference between the min and max
parameter is greater, because the random number generator can assign more different values. A
perfectly generated distribution has the exact min and max values as indicated by the distribution
and a mean value of 1

2 (min+max).

Table 8.10: The quality of the generation of Uniform degree distributions.

In this test case, prob = 0.25, about 25% of the nodes leave open one IC which could be
connected with new node when the graph grows. This results in a lower Min and Mean than
required. In the case where max=min=50, an expected value of 25% of nodes in the first graph
of the sequence with a degree of 49 and 75% of the nodes with a degree of 50, resulting in a mean
around the 49 · 0.25 + 50 · 0.75 = 49.75. This is conform to the observed results.
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Gaussian degree distribution

Table 8.11 shows the quality analysis of the Gaussian distribution across a graph sequence. Sim-
ilar as the Uniform distribution, we expect the generated distribution to have a higher quality
for distributions with less randomness. A Gaussian distribution has more randomness when the
sigma parameter increases, which represents the standard deviation of the distribution. A per-
fectly generated distribution has the exact mu (mean) and sigma (sd) values as indicated by the
distribution.

Table 8.11: The quality of the generation of Gaussian degree distributions.

Table 8.11 shows that when the randomness of the algorithm increases, the standard deviation
of the observed values (of both mean and sd parameters) increases and the mean of the observed
values decreases. When growing the graph, both the mean and the sd become closer to the required
values.

Zipfian degree distribution

Table 8.12 shows the quality of the generated Zipfian distributions. Alpha values for Zipfian
distributions typically lies between 2 and 3 [8].

Table 8.12: The quality of the generation of Zipfian degree distributions.

The alpha values are for all graphs in the sequence very close to the required values in the
experiments in Table 8.12.

8.2.5 Number of nodes per node type

Every graph schema specifies different node types and the number of nodes per node type. To
test the quality of the number of nodes per node type, we use the bibliography use case on the
graph sequence with three graphs of size 1K, 10K and 100K respectively.
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Table 8.13: The quality of the generation of the number of nodes per node type.

The number of nodes belonging to the node type Paper is exactly the same as the required
amount. So every generated paper-node contributes with at least one edge to the graph. The
node type Paper is used in three of the four edge types, so it makes sense that this node type
has a high probability of satisfying the requirements exactly. Nodes that belong to the type of
Conference are used in two of the four edge types. This node type satisfies the requirements
almost perfectly. The other three node types are only used in one edge type. Due to parts of
the degree distributions that are above the zero, some nodes can get zero ICs, which results in
disconnected nodes that are not counted as being generated in the corresponding edge type. An
Gaussian distribution with a high sigma (standard deviation) can have parts of its distribution
above and below the zero. The differences in size of the subject and object vectors can also result
in some nodes that are disconnected from the graph. However, it is likely that such nodes will
become connected when the graph grows. An example of this behavior can be observed in the
number of City nodes. Where the first graph with 1K nodes only has 62 City nodes, but the two
bigger graphs have the required 100 City nodes.

8.2.6 Alpha value of the Zipfian distribution

Pastor-Satorras et al. [22] studied the evolution of the Internet. They showed that the probability
that a given node has k links to other nodes follows a Power Law distribution where the alpha-
value is not dependent on time. This means that it does not change when the graph grows. Figure
8.6 is obtained from [22] and illustrates the connectivity distribution for the years 1997, 1998 and
1999. The graph in 1999 has evolved from the graph in 1997 in such a way that the connectivity
distribution has the same Power Law as before.

Figure 8.7 shows the effect on a Zipfian distribution when we increment a graph with 10K
nodes to a graph with 20K nodes. Both graphs result in a straight line on the log-log plot with the
same slope. This means that the Zipfian distribution is stable in its alpha value when the graph
grows.
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Figure 8.6: Figure obtained from Pastor-Satorras et al.[22], which shows the stability of the alpha
value in a Power Law distribution in the evolution of the structural properties of the Internet.

Figure 8.7: Increasing a graph of 10K nodes with 10K nodes
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8.3 Stability of nodes in the degree distribution

Evolution of graphs should be done in a natural way, where influencer nodes remain influencer
nodes in the evolved graphs. This section will analyze the stability of the position of nodes in a
degree distribution across a graph sequence.

Nodes in a graph can be ranked based on their number of edges in a certain distribution. Figure
8.8 shows the subject nodes belonging to the edge type which has a Zipfian out-distribution and
0.5n number of subject nodes, where n is the total number of nodes in the graph. This gives 5K
nodes for the 10K graph and 10K nodes for the 20K graph.

The right most table in Figure 8.8 shows the first 20 nodes, sorted on degree, that belong to
the Zipfian degree distribution in the 10K graph. After adding another 10K nodes to the graph
with MonStaGen, the left most table is obtained. The third column in the left most table indicates
if the node was already present in the graph with 10K nodes or not. The middle table is obtained
by removing all the new nodes, from the left table. This gives an indication of the stability in
rank of nodes in a Zipfian degree distribution. We can see that nodes 2774, 2565, 1553 and 1888
have increased in position and nodes 1944, 3358, 1928 and 1486 have decreased in position.

Two properties can be observed from this experiment. The first one is that most of the nodes
stay in the same position and the second one is that when the position of a node changes, the
change is small, compared to the number of nodes in the list (5k and 10K).

Figure 8.8: Relative position changes of nodes in a Zipfian degree distribution when growing the
graph with MonStaGen.

Figure 8.9 shows the same experiment for the gMarkGraphGen. Graphs are generated inde-
pendently by gMarkGraphGen. The Zipfian distribution has a high probability to assign a low
degree and a low probability of assigning a high degree. This makes it very unlikely that nodes
get a high degree in both graphs. Figure 8.9 shows this behavior by showing that the 20 nodes
with the highest degree in the 10K graph are all dropped from the top 20 in the 20K graph.
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Figure 8.9: Relative position changes of nodes in a Zipfian degree distribution when growing the
graph with gMarkGraphGen.

8.3.1 Distribution stability metric

Stability of a node in a degree distribution is defined by the intensity of rank changes in the graphs
of a graph sequence. The more a node changes in rank, the lower the stability will be. Also, the
heavier the changes are, the lower the stability will be. These changes can be captured by the
standard deviation. Let σn,S represent the standard deviation of the rank of node n across all
graphs in a sequence S:

σn,S = st.dev.({{rank(n,G) | n ∈ G, and G ∈ span(n, S)}}),

where n is a node, G is a graph, S is a graph sequence and span(x, S) represents the lifespan
of node x in the sequence S. The lifespan of node x are the graphs Gi, . . . , Gn, where Gi is the
graph in S that added the first edge to node x and where Gn is the last graph of the sequence S.
The notation {{x}} represents a multiset, which is a generalization of a set that allows the same
element to occur more than once.

We define the minimum rank of a node as 0 and the maximum rank of a node as 1. This gives
a maximum value of 1

2 for σ, so σ will be multiplied by 2 to set the stability value in the domain
[0, 1]. A higher σ represents more changes in rank, which leads to a lower stability. This sets the
stability to:

stability(n, S) = 1− 2σn,S .

This only leaves the rank(n, G) undefined. This value is dependent on the actual distribution.
We distinguish the Zipfian distribution from the Uniform and Gaussian distribution, because the
Zipfian distribution does not have a well defined mean, which the other two distributions have.

Figure 8.10 shows an example of one node in a sequence S, where S consists of 10 graphs. The
rank of one particular node is plotted for every graph in the sequence. The node in this example
has σ = 0.29, which results in a stability value of 1− 2 · 0.29 = 0.42.
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Figure 8.10: Changes in rank of a node in a graph sequence with 10 graph.

Rank in a Uniform or Gaussian distribution

The rank of a node is calculated with respect to a distribution distr. When distr is a Uniform or a
Gaussian distribution, than the rank of a node is defined as the relative position in the distribution,
when the nodes are sorted on their degree value:

rank(n, distr) =
|{m | m ∈ nodes(distr) and degree(m) ≤ degree(n)}|

|{m | m ∈ nodes(distr)}|
,

where n and m are nodes, and degree(x) represents the degree of node x. The specific degree
distribution that is tested is indicated by distr, where nodes(distr) represents the nodes belonging
to distr. Consider for example the out-degree distribution of the edge type Person likes Company,
then nodes(distr) represents all Person nodes. When we consider the in-degree distribution of
the same edge type, then nodes(distr) represents all Company nodes.

The formula for this rank is translated to English by “the fraction of nodes in the degree
distribution distr, that have a lower or equal degree than the degree of node n”. So the node with
the highest degree will have rank 1 and the node with the lowest degree will have a rank close to
0.

Rank in a Zipfian distribution

Measuring the rank for nodes in a Zipfian distribution, i.e. where distr is a Zipfian distribution,
in the same way as above is not really fair. A small change in degree can have a very high effect
for nodes with a low degree, where a large change in the degree of a node with a high degree has
low effect. This effect occurs, because most nodes will have a low degree, resulting in many nodes
with the same degree value. Those rare nodes with a high degree are specially interesting. This
means that we want to give a higher penalty for nodes with a high degree that changes position
than for nodes with a low degree. This gives the following definition of rank:

rank(n, distr) =
degree(n)

max({degree(m) | m ∈ nodes(distr)})
,

where distr is the tested degree distribution, nodes(distr) represents all nodes belonging to this
distribution, max(S) represents the maximum value of set S, n and m are nodes, and degree(x)
is the degree of node x.

8.3.2 Experimental setup

The stability of nodes in a distribution is evaluated by calculating the stability metric on the graph
sequence F . Where F = G1, . . . , G10 with nbNodes(Gi) = i · 1000, where nbNodes(x), represents
the number of nodes in graph x. The schema S contains two node types (0 and 1), one predicate
(0) and one edge type between node type 0 and node type 1 with predicate 0. Both node types
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have 0.5n nodes, where n is the total number of nodes in the graph. The in- and out-degree
distributions are set according to the experiments. For MonStaGen, we used prob = 0.25.

The nodes that are added in the last graph are not taken into account, since their life-span
consist of only the last graph. A life-span of one graph results in calculating the standard deviation
of one value, which is always 0. So we will only consider the nodes that are added up to graph
9, which will be 0.5n = 0.5 · 9 · 1000 = 4500 nodes. The resulting figures of the experiments will
show all the 4500 nodes, sorted on there stability value. So the figures will all show a monotonic
increasing function. In the perfect case of node-stability, all nodes will have a stability value of 1,
so we want the monotonically increasing function to converge as fast as possible to the value 1.

All results are obtained by averaging the sorted stability value over 5 runs. Every resulting
figure shows the average over 5 runs of MonStaGen and the average over 5 runs of gMarkGraphGen.

8.3.3 Zipfian distribution stability

This section will perform the experiments for the node stability in Zipfian distributions. Different
alpha values are tested, where the results are shown in Figure 8.11. Most alpha values in real life
scenarios are between 2.0 and 3.0 [8], so alpha values 2.0, 2.5 and 3.0 are tested. Additionally, the
value 1 and 20 are tested for the extreme cases.

Figure 8.11: Stability of nodes in a Zipfian distribution. Every point in the figure corresponds
to one node. The y-axis shows the stability value of every node. The nodes are sorted on their
stability value.

For MonStaGen we can see that it gets worse when alpha increases until the extreme case
where the decay is high enough to generate the minimum value for every node. A lower alpha
is expected to be better for MonStaGen, because MonStaGen only allows small changes in the
degree of nodes. A small change in the degree of a node has less impact when the nodes are more
uniformly distributed across a wide range of values. This is exactly what happens when the alpha
value becomes very low. So MonStaGen performs very good on node-stability for alpha ≤ 1.

gMarkGraphGen seems to be optimal for alpha = 2.0. However, MonStaGen converges faster
to high stability values than gMarkGraphGen for alpha = 2.

8.3.4 Gaussian distribution stability

The experiments for the stability of nodes in a Gaussian distribution are shown in Figure 8.12. Dif-
ferent values for sigma are used to illustrate the effects of the randomness in a degree distribution
on the stability of nodes.
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Figure 8.12: Stability of nodes in a Gaussian distribution. Every point in the figure corresponds
to one node. The vertical axis shows the stability value of every node. The nodes are sorted on
their stability value.

MonStaGen becomes better when sigma increases. A higher sigma results in less nodes with
the same degree value. So a small change in degree will lead to a smaller change in rank, resulting
in a better stability.

For sigma = 0, all nodes will get the same degree. MonStaGen leaves some ICs open for future
growth of the graph, which results in some nodes with a lower degree. We used prop = 0.25, so
75% of the nodes will not leave any node open. This explains the 75% of the nodes with a stability
of 1. Nodes that are generated in the first graph of the sequence which leave one IC open will
have a low rank value in the first graph, but have a high chance of obtaining one additional edge
in the next graph of the sequence, which results in a rank value of 1 for all the remaining graphs
in the sequence. These nodes will have a lower stability. Nodes with the lowest stability are the
nodes that are generated in the ninth graph of the sequence and leave one IC open that is closed
in the last (tenth) graph of the sequence.

gMarkGraphGen shows random behavior for alpha ≥ 0.5, where most nodes have a stability
around the 0.5.

8.3.5 Uniform distribution stability

The experiments for the stability of nodes in a Uniform distribution are shown in Figure 8.13.
Different values are used for the max parameter of the Uniform distribution in order to get a
larger domain where the random number generator can generate degrees from.

Similar patterns are observed as the experiments for the Gaussian degree distribution.
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Figure 8.13: Stability of nodes in a Uniform distribution. Every point in the figure corresponds
to one node. The vertical axis shows the stability value of every node. The nodes are sorted on
their stability value.

8.4 Analysis of the correlation

8.4.1 Experimental set-up

Use cases

The LDBC includes several types of correlation in their generated graph instances. An encoding
of the LDBC social network graph is already present in gMark4. We will use this schema to test
the quality of our correlation generation approach. We consider three correlated edge types as use
cases that needs to be generated to the graph sequence F = (G1, G2), where graph G1 has 500
nodes and graph G2 has 1000 nodes.

Use case 1. Person.location determines Person.university

Use case 2. Person.location determines Person.employer

Use case 3. Person.location determines Person.interests

The basis of the correlation is the same for all three use cases, namely Person isLocatedIn City.
This edge type is modeled by an Uniform(1,1) out-distribution and a Zifpian(2.5) in-distribution.
Table 8.14 shows the distributions of all the edge types that are used in the different use cases
and Table 8.15 shows the number of nodes per type. Updates in the schema requirements are not
allowed in all experiments of this section, so we are sure that the generated distributions will be
conform to Table 8.14.

4https://github.com/graphMark/gmark/blob/master/use-cases/social-network.xml
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Table 8.14: Degree distribution of the use cases for analyzing the amount of correlation in
synthetically generated graph instances

out-distrib basis in-distrib basis out-distrib correlated edge type in-distrib correlated edge type

1 Uniform(1,1) Zipfian(2.5) Uniform(0,3) Zipfian(2.5)
2 Uniform(1,1) Zipfian(2.5) Uniform(0,3) Zipfian(2.5)
3 Uniform(1,1) Zipfian(2.5) Zipfian(2.5) Zipfian(2.5)

Table 8.15: Number of nodes per type for all the types that are used in the use cases for
correlation analysis

Number of nodes in the graph

Location 0.1n
University 0.03n
Employer 0.06n
Interest 0.3n

Aggregation of results

The amount of correlation will be calculated by Pearson’s product-moment coefficient of X and Y ,
where X is the similarity value of every pair of nodes with respect to the basis of the correlation
and Y is the similarity value of every pair of nodes with respect to the correlated edge type.
Similarity is defined as the Jaccard coefficient, see Section 6.4. Every result is obtained by 5 runs,
where the highest and lowest values are discarded and the mean over the remaining three values
is reported.

8.4.2 Correlation in a graph from LDBC

The LDBC social network generator, which has evolved from S3g2, is the only graph generator
that generates correlated structure, as far as we know. We have generated a social network graph
with LDBC snb datagen5. The default parameters are used with one addition, which is that we
limited the number of persons to 1000, because analyzing the similarity value of all pairs becomes
cumbersome with the default of 10000 persons.

Use-case 1, 2 and 3 gives a correlation coefficient of 0.033, 0.067 and 0.007, respectively. This
means that the graph has only a very limited amount of structural correlation in all three use cases,
where structural correlation is defined as the correlation coefficient between the similarity of pairs
of nodes w.r.t. two different edge labels. The reason for this low amount of correlation is probably
due to differences in defining structural correlation in graphs. LDBC includes correlation by using
statistical information from DBpedia6, where a different ordering in a degree distribution can be
selected for adding edges, where the ordering is based on the current connections and properties
of a node. In schema-driven synthetic data generation, nodes are an abstract representation of
something that is defined in a schema, so we cannot use third-party information to get more
information about structural information of each node. As a result, we defined correlation as a
linear dependency between the similarity value of pair of nodes w.r.t. two different edge type.

8.4.3 Generation without correlation

In order to get a fair comparison, we will generate graphs with MonStaGen from the social network
schema, without any addition of correlation. The results are shown in Table 8.16, where the values
represent correlation coefficients. The columns show the results for the different graphs in the
sequence. The rows show the results for the different correlated edge types, as shown in 8.4.1.

5https://github.com/ldbc/ldbc snb datagen
6http://wiki.dbpedia.org/
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Table 8.16: Correlation coefficient for the different use cases without the feature of generating
correlated structures

n=500 n=1000

1 -0.012 -0.014
2 -0.032 -0.005
3 -0.031 0.013

We expect the correlation coefficient to be zero, since every edge type is generated independent
from each other. When the total number of nodes in the graph become bigger, the correlation
coefficient will approach zero more closely. Table 8.16 shows the results of the experiments, which
confirms our expected results.

8.4.4 Generation of correlated edge types

Without considering the degree distribution of the correlated edge type

Algorithm 7 generates edges in the correlated edge type only based on the edges in the basis of
the correlation. This means that the degree distributions in the correlated edge type is not taken
into account. This algorithm is tested on the three use cases from Section 8.4.1 and the results
are shown in Table 8.17, where the values represent the correlation coefficient.

Table 8.17: Correlation coefficient for the different use cases with our node-mapping approach to
generate correlated structures, where degree distributions are not taken into account

n=500 n=1000

1 0.567 0.603
2 0.884 0.881
3 1.000 1.000

Use case 3 results in perfect correlation. The number of “interests” is exactly three times
larger than the number of “locations”. The resulting mapping, maps every “location” to exactly
three “interests” and each “interest” to exactly one “location”. This means that we know exactly
what the interest of a person will be when we know the location of this person (and the other way
around). People in the same location will also have exactly the same interests.

Use case 1 results in the lowest correlation because the number of universities (0.03n) is lower
than the number of locations (0.1n). This means that people from different locations will be
mapped to the same university. People in different locations will have a similarity value of 0
with respect to the basis of the correlation, but they can have a similarity value of 1 in the
correlated edge type. This effect will decrease the value for the correlation coefficient. The impact
of this effect is less for use case 2, because the number of employers is higher than the number
of universities, which brings the number of employers (0.06n) closer to the number of locations
(0.1n).

Taking the degree distribution of the correlated edge type into account

Algorithm 9 generates edges in the correlated edge type, where the degree distribution has been
taken into account. Correlated edges are constructed, but only those, that are not conflicting
with the degree distribution requirements, are added to the graph. This is done by a check on
the number of openICs for subject and object nodes for every correlated edge. Nodes can still
have openICs after processing all correlated edges, which means that the remaining ICs need to
be closed by adding random edges. In this way, the degree distribution has priority over the
correlation. As a result, the value for the correlation coefficient decreases, as can be seen in
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Table 8.18. The correlation coefficient is decreased to almost zero, which means that most of the
correlated structure is lost due to the degree distribution requirement.
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Table 8.18: Correlation coefficient for the
different use cases with random mapping,
where degree distributions are taken into

account

n=500 n=1000

1 0.031 0.014
2 0.054 0.065
3 0.306 0.355

Table 8.19: Correlation coefficient for the
different use cases with IC-preserving mapping,

where degree distributions are taken into
account

n=500 n=1000

1 0.436 0.256
2 0.449 0.302
3 0.494 0.654

The mapping of nodes is done randomly. When considering degree distribution, it could be
useful to map nodes with a high degree in the basis to nodes with a high degree in the correlated
edge type. This is done in the IC-preserving mapping. The results of this mapping are shown in
Table 8.19.
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Discussion of the experimental
results

Our problem definition in Section 1.1 includes two parts. This chapter will review the first part
about graph evolution in Section 9.1 and the second part about correlation in Section 9.2.

9.1 Graph sequences

Remember that we have to generate graph sequences that optimize four requirements given in the
problem definition in Section 1.1.1. Below, a review on each requirement is given with respect to
our experiments of Chapter 8.

Schema requirements

As discussed in Section 3.2, we allow some requirements in the schema to be altered when require-
ments are conflicting. It is impossible to test whether a graph generation algorithm satisfied the
requirements from the schema, when conflicting schema requirements are not resolved. A violation
of a schema requirement could be due to the algorithm or due to conflicting requirements. With
the guarantee that conflicting requirements are resolved, we know that a violation of a schema-
requirement is due to the graph generation algorithm. In the case of conflicting requirements, we
have chosen to update the value of the mean of a degree distribution, by shifting the probability
density function of the degree distribution on the horizontal axis.

Section 8.2.2 showed experiments where the quality of the degree distribution is measured from
graph sequences that are generated by gMarkGraphGen. All parameters of the degree distributions
in the generated graphs approach the required parameters very closely. MonStaGen performs
slightly less, which is shown in the experiments in Section 8.2.4. gMarkGraphGen simulated the
degree distribution better, because gMarkGraphGen does not evolve graphs, it generates larger
graphs from scratch in order to satisfy the degree distributions. MonStaGen needs to reserve some
connections for future growth. A node with an open IC results in a node with a degree that is
one value short on its required degree. Setting the value for prop to 0.25 leaves some room for
connecting new nodes with the old graph and result in a small error in the degree distributions as
shown in Section 8.2.3. Table 9.1 shows the worst observed errors and the mean observed errors in
the degree distribution parameters. An error indicates the difference between the required value
and the obtained value from a generated graph. We can see that the differences between both
algorithms are small, which means that MonStaGen is able to generate graph sequences where all
graphs in the sequence satisfy the degree distribution requirements given by a schema.
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Table 9.1: Summary of degree distribution quality experiments. The worst observed error and the
mean observed error for all distribution parameters is indicated for both algorithms.

Except from the degree distributions, the schema poses also requirements on the number of
nodes per node type. Experiments about the number of nodes per node type, that contribute to
the graph with at least one edge, is shown in Section 8.2.5. Most values are close to the required
values and we can see that the requirements are better satisfied for node types that are used in
many edge types. A node type that is used in many edge type has a lower chance of having nodes
with a degree of zero, resulting in a higher chance of having exactly the required number of nodes
in the generated graph.

Total number of nodes in the graphs

The experiments in Section 8.2.5 for the number of nodes in the schema requirements can also be
used to validate the total amount of nodes in the graph. The graph contains the node type as shown
in Table 8.13. Summing the values for all node type gives a total of 500+300+89+100+62 = 1051
for the graph with 1K nodes, 4678 + 3000 + 795 + 999 + 100 = 9572 for the graph with 10K nodes
and 48638 + 30000 + 8421 + 9998 + 100 = 97157 for the graph with 100K nodes. We can see that
all the graphs approximate the required total number of nodes.

Graph containment requirement

The graph containment requirement is solved by two different approaches. The first approach
was a deterministic algorithm and the second approach was an incremental version. The run time
experiments from Section 8.1 show that the incremental version outperforms the deterministic
version. Generating large graphs is important for benchmark, which becomes unfeasible with the
deterministic approach, due to the high running time. This result leads to a shift in focus to the
incremental approach.

The incremental approach (MonStaGen) is compared with gMarkGraphGen by their running
time. gMarkGraphGen has a lower running time for generating a single graph. This means that
gMarkGraphGen scales better on the number of nodes in a graph, i.e. gMarkGraphGen is better
capable of generating large graphs. However, gMarkGraphGen has a higher running-time when
generating sequences of graphs. This means that MonStaGen scales better with the number of
graphs in the sequence, i.e. MonStaGen is better capable of generating sequences of many graphs.

The incremental approach evolves graphs by adding nodes and edges. This means that the
evolved graph G1 from graph G0 contains all the edges and nodes from the graph G0, which means
that the graph containment property is met.

Stability of nodes in a degree distribution across the sequence

We showed in Section 8.3 that MonStaGen outperformed gMarkGraphGen on the degree distri-
bution stability of nodes across the sequence. The trade-off represented by the variable prob leads
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to lower stability to nodes that need to reserve a connection for future growth of the graph. How-
ever, this effect is small in comparison with the difference in stability between MonStaGen and
gMarkGraphGen.

A summary of all experiments, except the extreme cases, is shown in Tables 9.2 and 9.3. Table
9.2 shows, for every experiment, the stability value of the most unstable node. The stability value
of the most unstable node is on average 0.423for MonStaGen and 0.064 for gMarkGraphGen. This
means that the most unstable node in MonStaGen is on average 0.423

0.064 ≈ 6.6 times more stable
than the most unstable node in gMarkGraphGen. Table 9.3 shows the percentage of generated
nodes by gMarkGraphGen that are more unstable than the median stability value of the nodes
generated by MonStaGen. The average of the experiments is 91.83%, which means that on average
91.83% of the nodes, that are generated by gMarkGraphGen, are more unstable than the median
stability value of all the nodes that are generated by MonStaGen.

Table 9.2: Summary of the stability experiments. The stability values of the most unstable node
in both algorithms are compared.

Table 9.3: Summary of the stability experiments. The percentage of generated nodes by gMark-
GraphGen that are more unstable than the median stability value of the nodes generated by
MonStaGen is shown.
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9.2 Correlation

Our approach showed that we are not able to generate perfect correlation for all use cases and
that the amount of correlation in the generated graph instances heavily depends on the schema
requirements of the basis of the correlation and the correlated edge type. This is not a big problem,
because real data is not perfectly correlated. However, it would be nice to be able to generate
perfectly correlated structures, since the amount of correlation can always be decreased by adding
random edges.

Correlation in graphs is often based on a more complex process. The name of a person is not
only based on the location where the person is born, but also on the gender of the person and the
period a person lives. Even more properties play a role, for example the origin of the parents and
the current influential persons. Most of the sources that influence new connections are not present
in generated graph instances. A rough estimate should be made to overcome missing information.
The heuristic that similar nodes will get similar connection in a new edge type is used by our
approach to overcome missing information.

Our node-mapping approach is designed for scalability over quality. It is possible that a higher
quality can be achieved with the approach of S3g2 [23], where every combination of elements in
the basis of the correlation determines the ordering of the nodes in a degree distribution in the
correlated edge type. Defining an ordering for every combination that corresponds to behavior in
real graphs is a challenging task in schema-driven graph generation. Furthermore, implementing
this approach in a scalable way is very challenging due to the unbounded amount of combinations
of nodes in the basis of the correlation.
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Conclusions

The generation of synthetic graph instances can be done by using a schema, which defines a
specific domain. We have studied the problem of generating sequences of synthetic graphs, where
all the graphs in the sequence need to satisfy the schema requirements and where the nodes have
a stable position in their degree distributions throughout the sequence. This makes it possible to
generate more realistic test scenarios, since real data evolves over time which can pose problems
when the data becomes too big for the system to handle. Another advantage of graph sequences
with degree distribution stability is that queries have predictable behavior on all the graphs in
the sequence, even when a query references particular nodes in one of the graphs. This means
that a benchmarking framework can generate queries with constants, while still having control
over the selectivity class of the queries. Our experiments showed that all the generated graphs in
a sequence approach the schema requirements very closely. The stability of nodes with respect to
their degree distributions turned out to be very high. Only the case where the degree distribution
imposes zero randomness, i.e. all nodes need to have the same degree, showed a low stability. This
low stability value occurred due to the fact that some nodes need to be able to get more edges
when the graph grows.

Correlation adds another requirement to schema-driven synthetic graph generation. We have
chosen for scalability over quality of all requirements, i.e. we prefer to generate large graphs in
a small amount of time above the generation of graphs with exactly the properties as stated in
the schema definition. We also prefer the degree distribution requirement over the correlation
requirement, so we lower the amount of correlation in order to be able to satisfy the degree dis-
tributions more closely. However, experiments showed that a high amount of correlated structure
is generated in the synthetic graphs.

We have implemented MonStaGen in the graph benchmarking framework gMark, which results
in the following improvements to gMarkGraphGen, which is their current graph generator:

• Automatically verify conflicting schema requirements and update them;

• Generate graph sequences with stable behavior of nodes in their degree distribution through-
out the sequence;

• Include structural correlation between node instances.

A comparison with gMarkGraphGen, showed that MonStaGen outperforms gMarkGraphGen
when considering the degree distribution stability and amount of structural correlation in the
generated graphs. However, this comes at the cost of the running time. gMarkGraphGen has
a lower running time for generating a graph. When we start considering generating sequences
with many graphs, MonStaGen obtains a lower running time than gMarkGraphGen. This lower
running time for graph sequences is obtained by the fact that we use the smaller graphs to obtain
the larger graphs in the sequence by monotonic evolution. gMarkGraphGen generates all graphs
in the sequence from scratch to satisfy the schema requirements for all graphs. With these results,
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we can conclude that gMarkGraphGen scales better in the number of nodes per graph, where
MonStaGen scales better in the number of graphs in the sequence.

10.1 Future work

We conclude by proposing several interesting areas as future work:

• Generating graph sequences by monotonic evolution with degree distribution stability ori-
ginally came from reasoning about particular instances in the graph and their effect on the
selectivity of a query. Since we have established the process of generating graph sequences
with degree distribution stability, the foundation is made for incorporating constants in the
query workload while retaining control over the selectivity of the queries. Generating quer-
ies with constants, where the user has control over the properties of the queries, is the next
challenge for a schema-driven benchmark;

• In order to produce useful test cases, synthetic graphs need to have properties that are com-
mon in real graphs, e.g., the shrinking diameter and the densification power law. Comparing
such properties in real graphs and in synthetic graph sequences could show how capable the
synthetic graph instance is in simulating real data;

• Our approach of generating structural correlation in synthetic graphs is an interesting and
practical form of structural correlation, which has been already challenging. This approach
opened up the question for generating more complicated types of correlation, such as negative
correlation and correlation between multiple edge types. More research needs to be done to
find out what negative correlation in a graph instance means and what the effect is when an
edge type is correlated on multiple edge types;

• A tool that transforms a real data set into a set of schema requirements could lower the
barrier of using of a schema-driven data generator.
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Appendix A

Analysis of resolving schema
conflicts

For the analysis of resolving schema conflicts we use the state of the art schema-driven synthetic
graph generator gMark [4]. The schema that is used as use case is the basic test.xml schema1,
where we removed the constraints on the predicates. This schema represents a library domain.
The total number of nodes will be given by n, which will be 40, 000 in the experiments of this
section. The histograms will show the generated distributions and the solid blue lines represent
the required distributions by the schema. The degree is shown on the horizontal axis and the
proportion of nodes that have a particular degree is shown on the vertical axis.

For every edge type in the schema, the generated distributions are shown one time without
resolving schema conflicts (before) and one time with resolving schema conflicts (after). For
resolving schema conflicts, Equation 3.1 is used where we only allow the mean of the in- or out-
degree distribution to increase.

First edge type

This edge type models the edges where researchers author papers. The number of researchers
is 0.5n and the number of papers is 0.3n. The out-degree distribution is Zifpian(2.5) and the
in-degree distribution is Gaussian(3,1).

Before

Figure A.1: Out-distribution of edge type 0

1https://github.com/graphMark/gmark/blob/master/use-cases/test.xml
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Figure A.2: In-distribution of edge type 0

After

Figure A.3: Out-distribution of edge type 0

Log-log plot not a straight line because of the parameter n = 100. This means that the maximum
degree of a researcher-node is 100.

Figure A.4: In-distribution of edge type 0

The in-degree distribution is now more closely generated, due to a shift of one value in the
Zipfian out-degree distribution. The xmin parameter of the Zipfian out-degree distribution is now
equal to 1, where most of the nodes have degree 1. Still some node with a degree of 0 are shown.
These are nodes that are generated but did not get any edges, because there were no more ICs
in the object nodes left to connect to. Although these nodes do not contribute to this bipartite
graph, it is possible that this node does contain some edges in other edge types.

Second edge type

This edge type models the edges representing papers that are published in a conference. The
number of papers is 0.3n and the number of conferences is 0.1n. The out-degree distribution is
Uniform(1, 1) and the in-degree distribution is Gaussian(40, 10).
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Before

Figure A.5: Degree-distribution of edge type 1

After

Figure A.6: Degree-distribution of edge type 1

The in-degree distribution is now more closely generated, due to a shift of 12 values in the out-
degree distribution.

Third edge type

This edge type models the edges representing papers that are extended to a journal. The number
of papers is 0.3n and the number of conferences is 0.1n. The out-degree distribution is Uniform(0,
1) and the in-degree distribution is Zipfian(2.5)..
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Before

Figure A.7: Out-distribution of edge type 2

Figure A.8: In-distribution of edge type 2

After

Figure A.9: Out-distribution of edge type 2
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Figure A.10: In-distribution of edge type 2

The out-degree distribution is now more closely generated, due to a shift of one value in the
in-degree distribution.

Fourth edge type

This edge type models the edges representing conferences that are held in a city. The number of
papers is 0.1n and the number of conferences is 100. The out-degree distribution is Uniform(1, 1)
and the in-degree distribution is Zipfian(2.5).

Before

Figure A.11: Out-distribution of edge type 3

Figure A.12: In-distribution of edge type 3
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After

Figure A.13: Out-distribution of edge type 3

Figure A.14: In-distribution of edge type 3

The out-degree distribution is now more closely generated, due to a shift of 37 values in the
in-degree distribution.
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Appendix B

Fixing schema requirement in the
case of one node type with fixed
size

Assume Equation 3.1 is satisfied, and we have a configuration where the amount of subject nodes
does not scale when the graph grows, but the amount of object nodes will grow when the graph
grows. This means that the number of subject nodes is fixed and the number of object nodes is
proportional to the total number of nodes in the graph.

Let nbSubjects be the total number of subject nodes and nbObjects be the total number of
object nodes.

B.1 Fixed amount of ICs for non-scalable nodes

When the total number of nodes increases, nmObjects could increase but nmSubjects always
remains the same value. Giving that the subject nodes have fixed amount of ICs will eventually
result into problems where edges cannot be generated anymore.
Properties:

1. The number of subject nodes is fixed and every subject node has a fixed amount of ICs.
This means that the total number of ICs of the subject nodes is a fixed number.

2. The number of object is proportional to the total number of nodes in the graph and every
object has a fixed amount of ICs. This means that the total number of ICs of the object
nodes will increase when the total number of nodes increases.

Property 1) and 2) results in the property that all the ICs of the subjects nodes will be full at
a point where the total number of nodes in high enough, say n. For every graph with m nodes,
where m > n, all the nodes that are generated in this edge type in the graph with m when evolving
the graph with n nodes can not have any connection in this edge type.

Figure B.1 shows an example where the amount of subject nodes is 1 and the amount of ob-
ject nodes is 0.5 times the total number of nodes. We evolve a graph with 4 nodes tot a graph
with 8 nodes. The last two object nodes in the graph with 8 nodes cannot have any connection,
because all the ICs of the subjects nodes are full.
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Figure B.1: Example where the subject nodes are not scalable, but the object nodes are scalable

Equation 3.1 shows this problem more formally. Increasing the nbObjects and leaving the other
three variable result in a violation of the equation. In the case of an edge type with one scalable
node type and one non-scalable node type, Equation 3.1 is changed to:

number of non-scalable nodes ·mean number of ICs per non-scalable node

=

number of scalable nodes ·mean number of ICs per scalable node.

(B.1)

The mean number of ICs per node is equal to ev(out-distr) when the nodes are subject nodes and
to ev(in-distr) when the nodes are object nodes.

B.2 Dynamic amount of ICs for non-scalable nodes

Several optional are available to solve equation B.1. One option is to make both node types
scalable or non-scalable. This will limit the user of the benchmark to represent their domain,
so this is not what we want. Another option is to change the mean number of ICs per scalable
node. When the graph grows, the number of nodes that scale with the graph size will grow. A
result of the increment in the number of nodes and the usage of this option, is a decrement in the
mean number of ICs per scalable node. A decrement in the mean number of ICs per scalable node
results in less ICs, where existing ICs needs to be removed. The property that we want to add
is monotonicity, so ICs that are added should not be removed when growing the graph, because
this could lead to removing existing edges of smaller graphs. This brings us to the last option
and that is changing the mean number of ICs per non-scalable node. The number of nodes of the
scalable node type increase, so the mean number of ICs per non-scalable node should also increase.
An increase in the mean number of ICs per non-scalable node can be modeled as an increment in
the ICs of all nodes of the non-scalable node type. In other words, the amount of ICs of nodes
belonging to a non-scalable node type will be dynamic and depend on the total number of nodes
in the graph.

The number of scalable nodes increases when the total number of nodes increases, so the mean
number of ICs per non-scalable node need to increase with the same fraction. The mean number
of ICs of the non-scalable nodes will be updated with:

newMean =
(number of scalable nodes) ·mean ICs per scalable node

number of non-scalable nodes
.

These calculations follow directly from the Equation B.1. The increment can be accomplished by
increasing the amount of ICs for every node in the non-scalable node type by round(newMean -
oldMean).

Figure B.2 shows the improved version of example of Figure B.1. The subject nodes, which
are non-scalable, will get more ICs when the graph grows.
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Figure B.2: Example where the subject nodes are not scalable, but the object nodes are scalable.
The number of ICs of the subjects nodes are dynamic, i.e. they increase when the graph grows.

This process of making the amount of ICs for the non-scalable node type dynamic can also be
explained as shifting the distribution that belongs to the non-scalable nodes. Algorithm 2 refers to
this process by the function performShiftForNonScalableNodes(edgeType). This process will only
be performed in the case that both the in- and out-degree distribution are not Zipfian, because
this process includes calculating the mean of a distribution, where the Zipfian distribution does
not have a well defined mean. See Section 4.4.3 for the shifting in case of a Zipfian distribution.
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Schema defined shifting of
distribution

This section assumes that both the in- and out-degree distribution are not Zipfian distributions
and both node types have a fixed number of nodes or both node types have a proportional number
of nodes.

A degree distribution can be modeled as a Gaussian distribution, for example the number of
products a person has bought. However, it could be the case that a person buys on average more
products when the graph grows, due to the increasing amount of interesting products. A result is
that the Gaussian degree distribution gets a higher mean. This example shows that it could be
useful to incorporate the possibility for distributions shifts in the schema.

The parameters given for the distributions hold for the smallest graph in the graph family.
When this graph evolves, it is possible that the mean degree of the nodes increase, resulting in a
higher mean for the degree distribution. To support such behavior, the schema allows the user to
specify this increase in the degree distribution between two graphs in the graph sequence.

The scale-factor is given in integer values. A scale-factor of 1 indicates a shift to the right
of the distribution with one value between every graph in the sequence. This is implemented by
increasing the number of ICs with one for every node. Before shifting the distributions we know
that Equation 3.1 is satisfied, since the correction of the schema is performed before the shifting
and we assumed to be in the special case of Observation 1. We perform the shifting as follows:

• Assume number of subject nodes is higher than the number of object nodes.
We add sf ICs to every subject node and x ICs to every object node. It is important to
satisfy Equation 3.1 so we need to calculate the value for x. Increasing the ICs of all subject
nodes with sf, result in an addition of sf to the ev(out-distr).

nbSubjects · ev(out− distr) = nbObjects · ev(in− distr)
nbSubjects · (ev(out− distr) + sf) = nbObjects · (ev(in− distr) + x)

nbSubjects · ev(out− distr) · sf · nbSubjects = nbObjects · ev(in− distr) · x · nbObjects

We know that nbSubjects · ev(out− distr) = nbObjects · ev(in− distr) holds, so those parts
can be removed from both sides, resulting in:

sf · nbSubjects = x · nbObjects

x =
sf · nbSubjects
nbObjects

• Assume number of subject nodes is lower or equal to the number of object nodes.
This case is similar: Add sf ICs to every object nodes and x = sf ·nbObjects

nbSubjects ICs to every
subject node.
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Increasing the ICs of nodes can only be done by integer values. We solve this by adding floor(x)
ICs to all subject or object nodes and adding one more IC to all nodes with probability x - floor(x).
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Graph configuration encoding 
 
This document describes the XML encoding of the graph configuration, i.e. schema, for 
MonStaGen, which is based on the graph generator of the graph benchmarking framework 
gMark. 
 
xml use-case encoding :=  

“<generator>” 
generator 

“</generator>” 
 
Generator := 

size 
graph 
predicates 
types 
schema 
workload 

 
The graph configuration consists of a coding for all the graphs in the sequence that need to 
be generated.  
The parameter ​size​  represents the number of graphs that need to be generated and ​graph 
indicates the number of nodes for each graph.  
The parameter ​predicates​  represents all possible predicates, i.e. edge-labels, and ​types 
represents all possible node-types.  
The parameter ​schema​  represents all edge types, which is a combination of (subject, 
predicate, object) where subject and object are node types and predicate is an edge-label. 
 
The parameter ​workload​  represents the query workload, which is not discussed in this 
document. See gMark for more information about the parameter ​workload ​ to generate query 
workloads. 
 
Graph sequences 
Size represents the number of graphs in the sequence. 
size := “<size>”  

int  
“</size>” 

 
Every graph in the sequence needs to define their total number of nodes. 
graph := {“<graph>” 

“<nodes>” int “</nodes>” 
“<graph>”}+ 

 
Predicates 



The predicates are defined by combining a symbol with an alias. Size gives the total number 
of predicates. 
predicates := size 

{ “<alias “ symbol ”>”  
string  

|</alias>”}+ 
 
 
symbol := “symbol=‘ “  

int  
“ ’ “ 

 
 
Types 
The types are defined by combining a symbol with an alias. Size gives the total number of 
types. Every type can have a fixed or a proportional number of nodes. 
types :=  size 

{ “<alias “ type  ”>”  
string  

“</alias>”}+ 
{ proportion }+ 
{ fixed }+ 

 
type := “type=‘ “  

int 
“ ‘ ” 

 
 
proportion := “<proportion type=‘ “ int ” ’>” 

double 
“</proportion>” 

 
fixed := “<fixed type=‘ “ int ” ’>” 

int 
“</fixed>” 

 
 
 
Edges 
All the edges are defined by the previous predicates and types. 
schema := { source }+ 
 
Every source object has a node type and one or more target objects. 
source := “<source “ type “>”  

{ target }+ 
“</source>” 



 
Every target object has a node type. The edges from the source type to the target type have 
a symbol (edge label), in- and out degree distribution and have an edgeType id.  

Structural correlation can be included by specifying that this edge type is correlated 
with another edge type. 

Both degree distributions can increase their mean for every graph in the sequence, 
which can be indicated by a scalefactor. 
 
target := “<target “ type ” “ symbol “ ” edgeType “>”  

[ scale ]? 
[ correlatedWith ]? 
outDegreeDistr 
inDegreeDistr 

“</target>” 
 
edgeType := “edge_type=‘ ”  

int  
“ ’ “ 

  
scale := “<scalefactor>” 

int 
”</scalefactor>” 
 

correlatedWith :=  “<correlation>” 
{ basisOfCorrelation }+ 

“</correlation>” 
 
basisOfCorrelation := “<edge_type>” 

int 
“</edge_type>” 
 

outDegreeDistr := “<outdistribution type=” distrType “>” 
distribution 

“</outdistribution>” 
 
inDegreeDistr := “<indistribution type=” distrType “>” 

distribution 
“</indistribution>” 

 
distrType := “uniform” | “gaussian” | “zipfian” 
 
distribution := gaussianDistr | uniformDistr | ZipfianDistr  
 
gaussianDistr := “<mu>” 

double 
“</mu>” 



“<sigma>” 
double 

“</sigma>” 
 
The parameter “mu” represents the mean and the parameter “sigma” represents the 
standard deviation of the Gaussian distribution. 
 
uniformDistr := “<min>” 

double 
“</min>” 
“<max>” 

double 
“</max>” 

 
The parameter “min” represents the minimum value and the parameter “max” represents the 
maximum value of the Uniform distribution. 
 
zipfianDistr := “<alpha>” 

double 
“</alpha>” 

 
The parameter “alpha” represents the amount of decay in the Zipfian distribution. 
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